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Resumo Estendido

O documerto destatesefoi originalmerte redigido em inglés. Para estar em conformi-
dade com as normasda UniversidadeFederalde Minas Gerais, esteresumoem portugués

faz uma exposicao abreviadade cadaum dos captulos que compoe estatese.

Cap tulo 1 { Intro ducao

Gerénciade falhas e uma das funceeschavesdos sistemasde genciade redesintegradas.
A nalidade da genciade falhas e localizar, determinar as causase, se possvel, corrigir
falhas na rede. Particularmente, sistemasde gerencia de falhas devem ser capazesde
funcionar corretamene na preserta de falhasna rede.

Estateseapreseta a especi cacao de uma arquitetura de agrupamerto de ageries para
o Simple Network ManagementProtocol (SNMP) que suporta replicacao dos objetos de
gerencia. Esta arquitetura pode seraplicadaa qualquerframework de geenciadistribu da.

A maioria dossistemasde monitoracao somere permite examinarosobjetosdegencia
de agentes livres de falhas. Os objetos de geenciare etem o estadodasentidades gerenci-
adas. Assim, a leitura da MIB (Managementinformation Base de um agene falho muitas
vezese util para sedeterminar a razao porqueum determinadoelemero da redeesta falho
ou inacessvel. Nestetrabalho descreemosuma arquitetura para agrupameno de agernes
em clusters. Um cluster de ageries proporciona que objetos de gefncia sejamtolerantes

a falhas. Objetos replicadosde um agene falho, que pertencea um cluster, podem ser



acessadostravesde um chamadocluster par.

A arquitetura especi cada e estruturada em trés camadas. A camadainferior cor-
responde aos objetos de gerencia nos elemenos da rede chamadosAgente A camada
intermediaria cortem as ertidades de getncia chamadasgerente de cluster que executam
a tarefa de monitorar um conjunto de objetos de genciaa m de mant@-losreplicados
e consistetes em outros clusters. Na camadasuperior sao de nidos todos os clustersde
gernciaassimcomoo relacionameto ertre esse<glusters.

Esta arquitetura permite que diferertes mecanismosde conmunicacao sejam utilizados
para erviar instanciasdosobjetos replicadosertre osclusters. Nestatese, propomoso uso
de protocolos para comunicacao de grupos, devido as suaspropriedadese servicos como
multicast con avel e geenciade grupos, ertre outros.

Como cortribui cees,estateseapreseta:

A de nicao de uma arquitetura para gerenciade falhasde redescon avel baseadana

replicacao dos dadosde genciados elemeitos de uma rede.

A de nicao de um framework SNMP de agrupamerio de agenes para replicacao dos

dadosde geenciaem grupos de ageries SNMP.

A implemertacao de uma ferramerta de gerencia de falhas de redes baseadano

framework SNMP de agrupamerto de agertes.

A publicacao deum Internet-Draft chamadoA Clustering Architecture for Replicating
Managel Objects. Este Draft descree oscomponertes da arquitetura de agrupamen-

tos de ageries SNMP.

Cap tulo 2 - Gerencia de Redes & O Framew ork SNMP

Gerenciade Redee necesario para cortrolar e monitorar as operaceesda rede de acordo
com os requisitos dos usuarios. A Geréncia inclui a inicializacao, monitoracao e modi-

caceestanto noselemenos de hardware quarto de software.
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A 1SO (International Organization for Standardization) prop6s uma classi cacao das
funcionalidadesdo gerenciameto de redesem cinco areas: falhas, desemgnho, con-
gura cao, segurarta, e contabilizacao. Tais funcionalidadesforam propostas como parte
da especi cacao do gerenciameto de sistemasOSI| (Open Systemslinterconnection).

O SNMP (Simple Network Managemen Protocol) e o padrao de fato utilizado atual-
merte no gerenciameto dasredes. SNMP e um framework aberto desewolvido pela comnu-
nidade TCP/IP gue permite o gerenciameto integrado de redesaltamerte heterogneas.

A arquitetura SNMP e originalmerte baseadano paradigmagetente-agente na qual a
rede e monitorada e cortrolada atravesde aplicaceesde gerenciameto chamadasgerentes
executandonuma Estacao de Gerénciade Rede(Network ManagementStation), e agentes
executandono nos e dispositivos da rede.

Cada agente executandonuma rede mantem informacees de ge®ncia armazenadas
numa basede informaceesde geencialocal - MIB (Managementinformation Base. A
Estacao de Gerénciada Redeexecutauma colecao de aplicaceesde genciaque permite o
gerenciameto de falhas, desemgnho, con guracao, segurarca, cortabilizacao, ertre out-
ras funcionalidades.

Informaceesde genciae um componerte chave de qualquer sistemade ge®nciade
rede. No framework SNMP, asinformaceessao estruturadascomouma colecao de objetos
de geencia(manage objects) armazenadanuma MIB. A SMI (Structure of Managemen
Information) de nes asregraspara descreer asinformaceesde geencia. A SMI de ne os
tip osde dadosque podemserusadosnuma MIB, e comotais informaceessao represetadas
e identi cadas dertro da MIB.

O protocol SNMP e empregadopelas aplicacees gereries e agernes para comunicar
informaceesger®ncia. Ele e usadopelosgereries para consultar e cortrolar os ageries, e
pelos agenes para disparar traps e respostas as consultasexecutadaspelos gereries. O
protocolo SNMP ofereceuma colecao de operaceesa m de comunicar as informaceesde
gerencia: Get, GetNext, Bulk, Set, Respnse, Trap.

Durante osanos90,a IETF (Internet EngineeringTaskForce)de niu tr&sarquiteturas

de gerenciameto para a Internet, conhecidascomo SNMPv1, SNMPv2, e SNMPv3. A
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arquitetura SNMPV3, atualmerte em uso, atendeas necessidadede segurarta e escalabil-

idade exigidaspela comunidade Internet ao longo dessesanos.

Cap tulo 3 - Replica cao & Comunicacao de Grup o

Um problema inererte aos sistemasdistribu dos e a potencial vulnerabilidade a falhas.
Contudo, em sistemasdistribu dos, e possvel introduzir redund&ncia, e assim,tornar um
sistemacomoum todo mais con avel do que as suaspartes.

Num sistemade computacao distribu da e impossvel tolerar todos os tip os de falhas.
Assim, o objetivo da tolerancia a falhas e melhorar a con abilidade e disponibilidade de
um sistemaao tolerar um numero espec co de tip os de falhas.

Modelosde falha tém sido desenolvidos para descreer de maneiraabstrata os efeitos
dos tip os de falhas. Uma hierarquia dos modelos de falha foi desemolvida para uso em
diversasareasde aplicacao e inclui os seguiries modelos: Bizantino, Bizantino com aut-
erticacao, desemgnho, omisso, crash, e fail-stop. O modelo de falha mais amplo nesta
hierarquia e 0 modelo de falha Bizantino (Byzantine or Arbitrary). Nestemodelo, oscom-
ponertes falham de maneiraarbitr aria. Este modelo acomala todasaspossveis causasde
falhas, incluindo falhas maliciosas. O modelo de falha fail-stop inclui ao modelo de falha
crasha suposicao que um componerte falho e detectadopelosoutros componertes. Alem
disso,um componerte do sistemafunciona corretamerie ou nao funciona.

Redunddncia e normalmerte introduzida pela replicacao dos componertes ou servicos.
Embora replicacao sejaum conceitointuitiv o, suaimplemertacao em sistemasdistribu dos
requer tecnicasso sticadas. Replicacao ativa e passivasao as duas principais classesde
tecnicasde replicacao para assegurarconsisénciaenre asreplicas. Tecnicasde replicacao
tais como coordinator-cohort, semi-passig, e semi-ativa sao variantes das duas principais
classes.

A tecnicadereplicacao passiva e tambem conhecidacomoa abordagemprimary-backup
Esta tecnicaselecionauma replicaservidorapara atuar comoreplica primaria, e asoutras

replicasatuam como badkup. Desta forma, a comunicacao ertre uma aplicacao cliente e
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asreplicasservidorasocorre somette atravesda replica primaria.

Aplicacees distribu das con aveis devem assegurarque 0s servicos sejam oferecidos
mesmoem preserca de falhas. A abstracao de grupos de processose uma possvel abor-
dagem para construir sistemascon aveis. Esta abordagem consistede estruturar uma
aplicacao em grupos cooperartes de processogjue se comunicam usandoum servico mul-
ticast con avel.

Sistemasde conunicacao de grupo proporcionam a abstracao de grupos de proces-
sos, sendopoderosasferramertas para a construcao de aplicaceesdistribu das tolerantes
a falhas. Diversossistemasde comunicacao de grupos tém sido implemertados e esto
dispon veis, tais como Transis, Horus, e Ensenble.

Nos consideramosgue devido a natureza distribu da dos atuais sistemasde gemncia
de redese a abstracao de grupos cooperartes de processo® possvel aplicar uma variacao
da tecnicade replicacao passia para construir sistemasde ge®ncia de redestolerantes
a falhas. Em particular, um grupo de agertes poderia ser estendido para ernviar suas
informacees, isto e, seusobjetos de genciaspara outros ageries de forma a replicar suas
informaceese tais ageries atuarem como replicas badkups dos seusobjetos de geencia.
Nos de nimos esta extenso da replicacao passi\a para replicar objetos de genciacomo

replicacao passiva com permisse de operacao de leitura nasreplicasbadkup.

Cap tulo 4 - Gerencia por Replica cao. Especica cao

Existem inumeras possibilidadesde implemertar redund&ncia em sistemasdistribu dos
com o objetivo de obter con abilidade. Os recursosde conmunicacao e processameto
dispon veisnuma rede sao requisitosque devem serconsideradosia de ni cao da estrategia
de redundéncia a ser utilizada. A disponibilidade de tais recursostorna-se mais impor-
tante em situaceesde falhas, onde normalmerte o comportamerto da rede e afetadoe a
guartidade de recursosde comunicacao e processameto e reduzida.

A abstracao logica de cluster para a arquitetura de agrupamenos de ageries leva

em consider@ao a quesko da escalabilidadee dos recursosnecesarios para suportar a
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replicacao de objetos de gencia e, assim, permitir a construcao de sistemasde moni-
toracao con aveis.

Os seguirtes requisitosoperacionaissao iderti cados na arquitetura para replicacao de
objetos de getnciaa m de alocar o m nimo de recursosda rede e, a0 mesmotempo,

garartir a distribui cao dos objetos replicadosem lugaresespec cos da rede.

Flexibilidade a arquitetura permite a de nicao dos objetos de gemncia replicados
por um cluster; quais agenes sa0 seusagernes menbros a seremmonitorados, e 0s

lugaresonde os objetos sao replicados.

Disponibilidade copias dos objetos de gernciareplicadossao mantidas em lugares
espec cos. Destaforma, enquanio houver uma copia dosobjetos de geenciaqueseja

acceswyel, ou seja,semfalhas, 0 acessasinformaceesdessebjetos e garartido.

Consistncia osvaloresdos objetos de genciareplicadosem diferertes lugaresda

rede devem estar consistemes com a copia original.

Esalabilidade o aumerto do numerode objetos replicadosou dosageres monitora-
dosrequera utilizacao de maisrecursosda redena replicacao dosobjetos de geencia.
Para diminuir osrecursosutilizados e garartir a replicacao dosobjetos, a arquitetura
permite a rede nicao ou a criacao de novos agrupamenos de agenes, asseguranda

escalabilidadeda operacao de replicacao de objetos de gencia.

O modelo da arquitetura de agrupameno de agenes para replicacao de objetos de
gerencia consistede elememos de redeschamadosnos, conectadosnuma rede. Nos nos
da rede ocorrem somete falhas do tip o fail-stop, isto e, um no so funciona quando nao
ha falhas. Tambem, assumimosque nao ocorre qualquer particionamerto na rede, e que
o sistemae sncrono. O modelo nao considerafalhas nos links de comunicacao porque
tais falhas podem implicar que nos operacionaissejam consideradosfalhos e, assim, as
informaceesreplicadasdessesios poderiam nao re etir a realidade.

No modelo, um certo no cortem uma aplicacao gerente, e 0s demaisnos cortém uma

aplicacao agente Tambem assumimosgue o gerere e similar a qualquer gerere baseado
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no paradigma gerente-agente O no gerenie nunca falha e tem a capacidadede alguma
forma de detectar um no falho. O modelo tambem assumegue certosnos com capacidade
de processameto e espao de menoria podem serexpandidospara atuarem comogerente

de cluster. Um gerene de cluster e um agerie com capacidadede monitoracao e coleta

de objetos de um grupo de ageries a m de propaga-los para outros agenes, gererie de

cluster,como objetivo dereplica-los. As informaceesde genciasao martidas emvariaveis

chamadasobjetos Em particular, osageries somene mante&m informaceeslocais sobreos

nos onde est&o hospedados,enquario os gereries dos clusters mant&m informaceeslocais

e informaceesreplicadasde outros ageries.

No modelo, clusters sao abstracees logicasque o gererie de ne com 0 objetivo de
replicar asinformaceesmarntidas por um grupo de agenes. Cadacluster possuium gerere
de cluster. Como mencionadoanteriormente, assumimoso modelo de falhas fail-stop e
tambem a existétnciade um subsistemade cormunicacao conectandoos gereries dosclusters
gue proporciona a difusao das mensagens.A comunicacao erntre 0s gereries de cluster
requerservicosde grupo, tais comomulticast con avel e geenciade grupos (memlership),
para suportar a consis&nciadasinformaceesreplicadas. Uma possvel solucao para obter
essesservicos, alem de implemerta-los no sistema, e 0 uso de protocolosde conmunicacao
de grupo.

Trésoperaceesde conmunicacao sao de nidas de forma que o gerene de cluster de um
cluster possadesemgnhar a tarefa de replicacao dos objetos do cluster e tambem receker
osobjetos replicadosde outros clusters: query, replicate, e receive Em resumo,um gererte
de cluster possuidois tip 0s de comunicacao: a comunicacao gerente de cluster-agentee a
comunicacao gerente do cluster-geente de cluster. A primeira e usadapara monitorar 0s
ageries menbros de um cluster, e a ultima e usadapara replicar os objetos nos gereres
dosclusterspares.

As informaceesreplicadasno sistemade getencia podem ser agrupadasem replicas,
visao de replicas, e instAncias de replicas Uma replica represeta uma copia dos objetos
de um grupo de ageries monitorados por um gerere de cluster. Uma visao de replica

represema todasas copiasdo conjunto replica de um cluster espalhadaso sistema. Uma
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instAncia dereplicasrepreseta o conjunto dasreplicasarmazenadasm um cluster. Alem

da suareplica, um cluster pode manter copiasdasreplicasde outros clusters.
Destaforma, o conjunto de todasasinformaceesreplicadasem um sistemade gencia

usando a arquitetura de replicacao pode ser denotada atraves do conjunto de todas as

viseesde replicasou atravesdo conjunto de todasasinstanciasde replicas.

Cap tulo 5 - Um Framework SNMP para Replica cao
de Objetos em Grup os de Agentes

Estecaptulo apreseta um framework SNMP paraagrupamertos de agertes parareplicacao
de objetos de geréncia. O framework e de nido comouma MIB (Managemen Information
Base) chamada Replic-MIB. Esta MIB permite a de ni cao e uso dos clustersde ge®ncia
assimcomoocorre a replicacao dos objetos de geenciaenre osclusters. A MIB e dividida
em dois grupos: clusterDe nition e clusterReplica.

O grupo clusterDe nition consistede quatro tabelas: clusterTable, memkerTable, re-
pObjectTable e peerTable Essastabelassao empregadasa aplicacao de gemnciae nos
agertes a m de de nir e construir clusters de ageries. A tabela clusterTable cortem a
de ni cao completade todos os clusters,sendomartida someite no gererie.

As tabelasmemlerTable, repObjetTable, e peerTable sao construdas pelo gererte nos
agertes de nidos como gereries de cluster. A tabela memlerTable cortem informacees
gue especi cam cadamenbro no cluster. A tabelarepObjetTablecortem a de ni cao dos
objetos de gernciaque semo replicados. A tabela peerTablede ne os gereres de cluster
gue atuam como clusters pares (peer clusters) mantendo copias dos objetos de gerencia
replicados.

O grupo clusterReplication consistede uma unica tabela chamadareplicaTable Esta
tabela e automaticamerie construda nos gereres de cluster, e mantem os objetos de
gerencia replicados de cada agerite menbro de um dado cluster assim como de outros

clustersde nidos comoclusterspares.



Cap tulo 6 - Uma Ferramen ta SNMP Baseada em Agru-
pamento de Agentes

Estecaptulo apreseta umaferramena de genciade falhasconstruidabaseadano frame-
work SNMP da arquitetura de agrupamenio de agenes. A ferramera permite acess@mos
objetos replicadosde ageries falhos numa rede. A ferramerta foi implemenada usandoo
pacote NET-SNMP e o sistemade comunicacao de grupo chamado Ensenble, ambos de
dom nio publico.

A ferramerta adiciona dois hovos componertes ao sistema de gencia baseadoem
SNMP: geente de cluster e a aplicacao de grupo mcluster. Um cluster monitora um
conjunto de objetos de um grupo de ageries atraves do seu gerenie de cluster. Uma
aplicacao de grupo chamadamcluster suporta a capacidadede conunicacao con avel ertre
osgerenes de clustera m de garartir a replicacao dos dados.

A avaliacao da ferramerta foi realizadanuma rede local e consistiu de um estudo do
consumode recursosda rede,uma analise de desemgnho, e uma breve analise da disponi-
bilidade da ferramena.

O estudo do consumode recursosda rede apresetta uma estimativa do espao de
menoria para armazenar os objetos replicados e uma estimativa da largura de banda
necesaria para monitorar e replicar os objetos ertre os clusters considerandodiferertes
frequénciasde monitoracao. A estimativa de espaode menoria levaemcona a quartidade
bytes necesarias para guardar as informaceesde um objeto replicado.

A analisede desemgnhoda ferramerta examinaa frequénciade atualizacao de alguns
objetos de geencianormalmene enconrados nossistemasde gefnciade redes,tais como
osobjetosde genciadosgruposlP, TCP e UDP. Essaanalisetem comobjetivo determinar
gual intervalo tais objetos devem sermonitoradose replicadosnumaredelocal. Alemdisso,
a analise de desemgnho tambem examina o impacto da replicacao dos objetos ertre os
gerenes de cluster, mostrando o desemgnho da aplicacao de grupo mcluster.

A analisede disponibilidade mostra o comportamento da aplicacao de grupo cluster na
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preserca de gereries de cluster falhos. Em particular, o estudoveri ca a lat&énciarequerida

para propagar mensagensom objetos replicadospara gereres de cluster sujeito a falhas.

Cap tulo 7 - Conclus ao

A pesquisadestateselevou a diversascortribui ceestais como o desenwolvimeno de um
mecanismaopara construir sistemasde genciade redestolerantes a falhas, a esgeci cacao
de um framework SNMP, e a implemertacao e avaliacao de um prototipo.

Na tese,especi camos uma arquitetura para agrupameros de agenes para replicacao
de objetos de gerencia. A arquitetura e estruturada em tr&scamadas. A arquitetura em
tr&scamadagproporcionaescalabilidades exibilidade parareplicar diferertes conjuntos de
objetos de gerencia. Essedatores sao fundamerntais para desemnolver um sistematolerante
a falhas. Um grupo de ageries prover funcionalidadesde objetos tolerantes a falhas ao
replicar os objetos para outros grupos de ageres.

O framework SNMP para a arquitetura de agrupameno de agenes especi ca osobjetos
de gertncia SNMP usadospara construir grupos de ageries, monitorar subconjuntos de
objetosde geenciaSNMP, o armazenameto detais objetosreplicadose a replicacao desses
objetos em ageries SNMP denominadosde gerentesde cluster. Uma MIB (Managemen
Information Base)chamadaReplic-MIB descree o uso de grupos de ageries e 0s objetos
de gerencia a ser implemertado em cada ertidade de gerenciameto de um sistemade
gerencia SNMP.

A ferramerta de geenciade falhas SNMP construda expandeas funcionalidadesdos
ageries SNMP para atuarem como gerenes de clusters. Uma infraestrutura de conu-
nicacao de grupo sob o n vel de gerenes de cluster asseguraa consis&nciaertre as copias
dos valores dos objetos de geencia martidos pelosgereries de cluster. A ferramena foi
avaliadanumaredelocal. A avaliacao mostrou o impacto da con guracao de clusterssobre
0 consumode recursosda rede e o desem@gnho da ferramerta. Como exemplopratico de
uso, a ferramena pode serusadapara determinar a ocorrénciade ataquesde negaao de

servicostais comoataquesTCP SYN-Flooding.
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Alem das cortribui ceesapresetadas acima, estapesquisatem levantado interessates
guesbesa seremestudadastais comoimplemertar uma infraestrutura de conunicacao de
grupo usandoo SNMP, implemertar agregaao sobreosobjetos replicadosa m de reduzir
0 numero de consultasde monitoramerto e consegertemerte o consumode largura de
banda, consideraroutrostip osde falhascomoasfalhasde canaisde dadosnao consideradas

na arquitetura, ertre outras quesbes.
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Abstract

Network managemen systemsare essehal when parts of the network are non-opera-
tional. Particularly, fault managemen applications must be able to work correctly in the
presenceof network faults. Accessto the managemenh data of a crashedor unreadable
network elemen may helpto determinewhy it is faulty. Howewer, most network monitoring
systemsonly allow the examination of managedobjects of fault-free agerns. This work
preseits a strategy for the construction of highly available network managemen systems.
The strategy employs data replication, a distributed and hierarchical organizationalmodel,
and the clustering approad, which allows a logical division of networks, in order to reduce
the overheadof messagegxtangedamongnetwork elemeits.

The rst cortribution of this thesisis the de nition of an agen clustering architecture
for object replication. The architecture is structured in three layers. The lower layer
correspnds to typical agens at the network elemeits, which keep managemen objects
at their local MIB's (Managemen Information Base). The middle layer corresmpnds to
managemenh ertities called cluster managersthat have the task of monitoring agen's
managedobjects and replicating them in other clusters. The upper layer correspnds to
the managerenity that de nes ead cluster of ageris as well as the relationship among
clusters. A cluster of agers provides fault-tolerant object functionality. In this way,
replicated managedobjects of a crashedor unreathable agert that belongsto a given
cluster may be accessedhrough its cluster manageror one of its peer cluster managers.

The secondcortribution of this thesisis an SNMP agern clustering framework for

the Internet comnunity. This SNMP framework descrites a set of managemen objects
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that supports the replication of managedobjects. The MIB called ReplicMiB speci es
how to de ne cluster menbers, replicated objects, and peer clusters of a given cluster.
Furthermore, it introducesthe compliancestatemeris for the SNMP managerand cluster
managerertities, i.e. which managemen objects needto be implemerted in these SNMP
ertities. An exampleof the framework usageis introduced along with the description of
the MIB objects.

The third cortribution of this thesisis a fault managemen tool basedon the SNMP
ager clusteringframework. The tool extendsthe functionalities of SNMP agerts to object
replication and enablesthe acces2o managemen data replicated in the fault-free SNMP
agerns. The tool wasbuilt usingthe NET-SNMP padageand the Ensenble group commnu-
nication toolkit. Changesin the internal structure allow the SNMP ageris to play the role
of cluster managers. A group application called mcluster provides the insfrastructure for
reliable comnmunication amongcluster managersand ensuresthe consistencyof replicated
managedobjects. An extensiwe evaluation of the tool deployed at a local areanetwork was
carried out. The evaluation consistedof a resourceconsumption analysis, a performance

analysis,and a brief study of the availability of managedobjects in failure situations.
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Chapter 1

In tro duction

Computer networks have becomeessetial for enterprises and people. An adequateper-
formance of networks is often a pre-condition for the appropriate performanceof the en-
terprisesthemsehes. At the sametime, networks are complex, being composedby both
hardware and software elemerts, and heterogeneougprotocols producedby di erent orga-
nizations and vendors. Integrated network managemen systemsinclude tools for network
monitoring and cortrol of hardware, software elemerts, and heterogeneougrotocols[1].

An e cien t network managemenh systemmust guarartee accesgo reliable information
to the managedcomponerts. The only way to maintain sud information at the manager
application is the cortinuous monitoring of the systemparametersthat a ect managemen
decisions[2]. The increasing complexity of managednetwork componerts and services
provided by sud componerts may require monitoring more and more parameters.

A distributed three-layer architecture for distributed applications o ers numerousad-
vantages sud as better scalability and availability. Using sud kind of architecture, the
overall availability of a managemen systemcan be increasedsincedi erent componerts of
the systemmay be executedat di erent locations. Besides,a failure of one of the compo-
nerts would not imply the immediate unavailability of the wholeservice[3]. Howewer, since
the dependenciesaamongvarious componerts usually exist, even a singlefailure of a crucial

componert may bring part of a managemenh systemto a halt or renderit inaccurate.



The Simple Network Managemeh Protocol (SNMP) is the managemeh framework
standardizedby the Internet EngineeringTask Force(IETF) for IP networks [4, 5]. SNMP
is currertly the de facto standard for network managemenh and has been adopted by a
large number of organizations. Someof the issuesthat a ect the scalability of monitoring
systems,sud asthe distancebetweenthe managemen station and the network elemetts,
have beenaddressedn the SNMP framework through the adoption of the three-tier archi-
tecture in the SNMP framework [6].

In a three-layer architecture, componerts in the middle layer can extend their func-
tionalities to perform activities previously executedonly by the managerapplication. As
managemen activities are closerto the network elemers, the trac overheadon network
reduces,the cortrol loops shortens, and new managemeh activities can be included as
the replication of managemenh data. Besides,middle-layer componerts of a managemen
system can operate in an autonomousmanner. Thus, in caseof given parts of a moni-
tored network becomingunavailable for somereason,operational managemenmiddle-layer
componerts can go on to monitor their partitions.

Replication is a natural mannerto deal with failures. Many software replication tech-
niques have beenproposedin order to provide the redundancyof both servicesand data
for distributed systemg|[7, 8, 9, 10]. Sud techniquesallow the operation of distributed sys-
temsewvenin presenceof failures. While replication is a natural solution for fault-tolerance,
the implemertation of a consistem replicated systemis not so easyand requires certain
properties sud asagreemeh and ordering [11].

Group comrmunication is a commnunication infrastructure that o ers high-level primi-
tives and has properties that allow the construction of fault-tolerant distributed systems
basedon groups of cooperating processeq1l, 12. Group comrmunication medanisms
typically ensureagreemeh and ordering properties, amongothers. Agreemei properties
ensurethat all menmbersagreeon the delivery of somemessageor on somevalue. Ordering
properties ensurethat messagesre deliveredto all membersin a certain order. Hence,
group communication can help in the designand implemerntation of distributed systems

that hold data, sud as a network managemen system,for example.
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As the functionality of network managemen systemsincludes fault and performance
managemet) amongothers, it is fundamenal that thesesystemswork correctly during the
occurrenceof network faults even when somemanagemenh componerts are faulty. Thus,
fault tolerancetechniqueshave beenapplied in order to build reliable distributed network
managemeh systems[13].

Fault managemen is one of the key functions of integrated network managemen sys-
tems. The purposeof fault managemenis to locate, determinethe causesand, if possible,
correctnetwork faults [1]. Di erent approadheshave beenproposedto accomplishthis task,
including the application of system-lewel diagnosisfor fault-tolerant network monitoring
[13, 14, 15], alarm correlation [16], and proactive fault detection [17], amongothers.

This work presens an agen clustering architecture that supports passiwe replication
[9] of managedobjects. The architecture is intro ducedtaking into considerationthe widely
used SNMPv3 framework [4, 18]. Howewer, the architecture is genericand can be applied
to any distributed managemenframework. Moreover, this work presens an SNMP frame-
work of the agen clustering architecture and a fault-tolerant fault managementool based
on this framework.

This chapter is organizedas follows. First, we descrike the problem addressedn our
work. Next, we introducethe proposedsolution for the problem and the cortributions of
this work. After, we presen the related work. Finally, the organization of the remaining

chaptersis preseted.

1.1 Problem Description

The problem tackled in this work is to provide a reliable fault managemeh medanism
which allowsa human managerto collectnetwork information from a given network elemer
or set of network elemens ewen if they have crashedor are unreathable.

Although there is a number of network monitoring systems,they usually only allow
the examination of managedobjects of fault-free ageris. Howewer, as managemenh objects

re ect the state of managedentities, it is often usefulto examinethe information at the



1.2. Solution Highlights and Contributions 4

MIB (Managemen Information Base)of a crashedagert with the purposeof determining
the reasonwhy a given network elemen has crashedor is unreadable. Thus, the state
of the MIB's objects may help the diagnosisprocess. Furthermore, there is currently no

standard way to examineMIB objects of faulty agers using SNMP, for instance.

1.2 Solution Highligh ts and Contributions

We preser a newfault managemenarchitecture for the Internet standard Simple Network
Managemen Protocol (SNMP) basedon agert clusteringthat supports passiwe replication
of managedobjects. Speci cally, this work hasthe purposeof de ning a genericreplication
architecture that canbe applied to any distributed managemen framework.

The proposedarchitecture is structured in three layers, as shovn in Figure 1.1. The
lower layer correspndsto the typical managemen ertities in the network elemens that
keepmanagedobjects. The middle layer correspndsto the managemenertities de ned as
cluster managershy a managemenh application. Theseertities have the task of monitoring
managedobjects of managemen ertities in the lower layer and replicating their valuesin
other cluster managers. The upper layer corresppndsto a managemet application that

de nes managemeh clustersas well asthe relationship amongclusters.

Manager

- o

Cluster N

Cluster 2

Figure 1.1: The proposedthree-tier agert clustering architecture.

In its operation, eat cluster manager(CM) periodically queries,at a given time in-

terval, eath agent menber (Ag) that belongsto its cluster in order to monitor previously
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de ned managedobjects. A CM keepsat the local MIB instancesof monitored objects
values and next replicates those valuesin other cluster managerswhich act as its peer
clusters.

The three-layer architecture allows the managerto query directly an speci ¢ agen in
order to obtain valuesof its objects or a given cluster managerand its peer clustersin
order to obtain valuesof replicated objects.

The clustering approad allows a speci ¢ cluster managerto keep replicated objects
from a number of other cluster managers,even if the set of replicated objects from eadh
oneis di erent. Typically, a setof cluster managersreplicate the sameset of managedob-
jects but it is possibleto de ne di erent setsof managedobjects for ead cluster manager.
Thus, a cluster managermight be at the sametime peerof a given cluster managerwhich
replicatesonly TCP (TransmissionControl Protocol) objects, for example,and peerof an-
other cluster managerwhich replicates,for example,only UDP (User Datagram Protocol)
objects.

We proposethe use of a group comrmunication protocol [12, 20, 21] to guarartee the
consistencyamongreplicated objectsin peerclusters. Group comrmunication protocolso er
properties and services,sud as reliable multicast and group menbership, among others,
that ensurethe consistencyof replicated data. Howeer, the architecture allows the useof
di erent medanismsto support the transmissionof instancesof replicated objects to the
peer cluster managers.

In summary, a cluster of agens providesfault-tolerant object functionality by replicat-
ing managedobjects of a given collection of agerts in agers that play the role of cluster
managers.In this way, the human manageror the managerapplication could accesgepli-
catedmanagedobjects of a crashedagen of a given clusterthrough a peercluster manager.
Furthermore, a cluster managerbehaves as a cadhe of managedobjects that may reduce

the impact of monitoring on network performance.
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The key contributions of this research are:

1. De nition of an architecture for reliable network fault managemet basedon replica-
tion that allowsthe accesgso variables,i.e. replicated objects, of crashedor unreah-
ablemanagemenertities. The architecture preses conceptsof clusteringand peers,
amongothers, in orderto guarartee requiremens sud asscalability and consistency

of replicated data of network managemen systems.

2. De nition of an SNMP framework for replication of managedobjectsin SNMP agert
clusters. The framework speci es managemenh objects that support the creationand
operation of agern groups, aswell asthe replication of managedobjects in di erent
managemen ertities. The MIB called Replic-MIB de nes compliancemodules for
both the SNMP managerand the cluster managerertities in a network managemen
system. Sud modules de ne a collection of managemen objects for those SNMP

ertities.

3. Implementation of a network fault managemen tool basedon the agen clustering
framework. The tool was built using the public-domain NET-SNMP padkage [22]
and a group comnunication toolkit called Ensenble [21]. The tool extends new
functionalities to SNMP agerts that allow the creation of SNMP agen clusters for
managedobject replication. A group application called mcluster, which was built

using Ensenble, ensuresa reliable communication facility amongclusters.

4. Publication of an Internet-Draft named\A Clustering Architecture for Replicating
Manageal Objects” asa Draft of the Distributed Managemen (DisMan) working group
[6] of the Internet Engineering Task Force (IETF). Particularly, the Draft descrikes
the componerts of the architecture, provides example of cluster con guration, and
the constrains and advicesto the dewlopmen of the architecture. An Internet-
Draft isthe rst stepto proposean IETF standardto be publishedasan Requestfor
Commerns (RFC) documert. RFC documerts are commonly adopted as standard

by Internet comnunity.
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1.3 Related Work

A number of solutions have beenproposedin the literature for the developmer of network
managemeh systems.In this section,we presen related work that hasbeenshaown to be
e ective for building reliable distributed systems. Issuessud as organizational models,
group communication facilities, and data replication, among others, are considered. We
descrike the strategiesof ead related work and discusshow sud approatesrelate to the

presen work.

1.3.1 A Group Comm unication Proto col for Distributed Network

Managemen t Systems

Lee[23]introducesan e cien t group comnunication protocol that providesordereddeliv-
ery of messagesnd supports overlapped grouping facility in a distributed network man-
agemen systembasedon the hierarchical domain approad.

Guaranteeing reliable comnunication among the menbers of a group is one of the
problems that must be handled in designingfault tolerant distributed systems. Group
communication protocolsprovide a meansfor deweloping a reliable systemwithout having
to build a number of underlying servicessud as multicast and menbership. A reliable
group comnunication protocol typically guararteesthe ordereddelivery of messageamong
the members of a group, but it alsointroducesprotocol overheadin a system.

Leehasdesigneda distributed and hierardhical group commnunication protocol in which
the group comrmunication function is split into three hierarchical entities calledglobal group
manager(GGM), group comrmrunication daemon(GCD) and local group manager(LGM),
asshown in Figure 1.2. Sud hierardy helpsto reducethe protocol overheadin supporting
an atomic and reliable group comnunication, even with the introduction of the overlapped
grouping concept,i.e. a given processmay belongto two or more groupsat the sametime.

The GGM cortrols and managesall menbers of all groups through GCD or LGM

ertities. A GCD residesin ead host providing a group comnunication. It is responsible
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for creating and removing LGMs, and it also supports overlapped group managemenh
functionality, i.e. the ability to cortrol groupsthat cortain memnbers in common. An
LGM hasthe task of managingone or more processmenbers of a speci ¢ group within a
host. As a group can be distributed over one or more hosts, in a single host there can be

various LGMs, eat one supporting a di erent group.

GGM Global Group Manager LGM Local Group Manager GCD Global Communication Daemon

Figure 1.2: The global architecture of group comnunication [23.

The group communication is performedin three steps: the rst step occurs between
processmenbersand a LGM, the secondbetweenLGMs and a GCD and the last between
GCDs and the GGM. Therefore,an LGM cortrols processmenberswhich resideon alocal
host, a GCD providesthe overlapped group managemenh function and the GGM manages
all LGMs in a network.

The architecture proposedin this thesisemploys distributed and hierarchical approates
similar to the onesdescriked by Lee in order to reducethe commnunication overheadin
monitoring and replicating managedobjects. Particularly the structure of the architecture
is split in three layers called the managerlayer, the cluster layer, and the cluster menber
layer. This structure provides simplicity and e ciency in replicating managedobjects.
Furthermore, it allowsgroupsto overlap, thusa processmenber cancooperatewith various

groupsthat replicate di erent setsof managedobjects.
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1.3.2 Multicast-SNMP  to Coordinate Distributed Managemen t
Agents

Sdenwalder [24] introducesan approad for de ning SNMP agent groupsthat implemert
menbership facilities on top of SNMP in order to build distributed managemen systems
basedon cooperating managemeh agens. His work descrikes how group menbership
information and a master election algorithm can be built by using SNMP trap messages
encapsulatedn UDP/IP ! multicasts.

Group comnunication primitiv es allow the construction of fully distributed manage-
mert applications executedby autonomouscooperating ageris. Sthenwalder arguesthat
distributing managemen tasks to a number of cooperating agerns provides somebene-
ts like the ability to implemert load-balancing algorithms and the ability to replicate
functions in order to increasethe fault tolerance of the managemen systemitself. In his
approad, a delegationmedanism adds mobility to the managemen threadsthat hasthe

purposeof balancingthe managemenh load over a set of agerts.

T

Peer-Agent Peer-Agent

\ Peer-Agent /

N

Agent Agent Agent Agent Agent Agent Agent

Figure 1.3: Two level peermodel [24].

Sdenwalder hasimplemerted network managemen applications usingthe approad of
cooperating managemenh agens structured on a peer-basednodel, asshown in Figure 1.3.
Sdenwalder mertions that it is possibleto combine a hierarchical model with a peermodel

by implemerting the nodesof a hierarchical structure using a set of cooperating peers,and

1UDP/IP - User Datagram Protocol/In ternet Protocol
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thus achieving the advantagesof both approates. Shenwalder also mertions that more
study is neededo understandwhich propertiesof group commnunication protocolsare actu-
ally neededby managemenh applicationsand how the protocolsbehare in situations where
the network is unstable. As one of the main purposesof a network managemen systemis
to help in situations where the network does not operate as designed,it might therefore
be usefulto lower the consistencyrequiremens usually found in distributed systems.
The architecture proposedin this work also combinesthe advantagesof a peer model
along with a distributed and hierarchical model. Thus, our architecture allows the de -
nition of a set of cooperating peer ageris in an intermediate hierarchical structure. This
middle layer provides the ability to replicate managedobjects. Howewer, in cortrast to
Sdaenwalder's proposal, our architecture does not implemert group commnunication pri-
mitiv es neededto coordinate distributed managemen agens. It assumesan underlying

reliable comnmunication medanism, sud as group membership, to accomplishthis task.

1.3.3 Group Comm unication as an Infrastructure for Distributed

Systems Managemen t

Breitgand et al. [25 proposethe useof group comnunication for facilitating dewelopmernt
of fault-tolerant, e cient and scalabledistributed management solutions. They presen a
genericmanagemen architecture in two layers. The architecture exploits a group commu-
nication servicein orderto minimize the comnunication costsandthus, it helpsto presene
completeand consistemn operation despiteof potertial network partitions and site crashes.

The proposedmanagemen platform includes four reliable servicesthat are the buil-
ding blocks for implemerting distributed systemmanagemen applications. Thoseservices
support common managemenh tasks as distributed con guration managemet) software
distribution, remote executionof the managemenhactions,and e cien t grouping of targets
with the samemanagemen requiremerts.

A prototype of the platform was partially implemerted on which were addresseccom-

mon managemenhtaskssud assimultaneousexecutionsof the sameoperationin a group of
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workstations; software installation in multiple workstations; and consistem network table
managemeht in order to improve the consistencyof Network Information Service(NIS).

Breitgand et al. mertion that the proposedplatform could be extendedto become
generalenoughto be applied to the problems of both distributed systemsand network
managemeh One of the problemsto solwe is the scalability issue,sincethe architecture in
two layersbasedon the client-server paradigm may not provide the appropriate scalability.
In orderto solve scalability problems,they have suggestedxtendingthe platform to include
a reliable mid-level managerservicethat facilitates a dewelopmert of reliable hierarchical
managemeht applications. This mid-level managercould be usedfor e cient aggregation
of low-level managemenhdata to higher-lewel data that would be presened to a higher-leel
managemeh application.

Our replication architecture includesa mid-level managersimilar to the one suggested
by Breitgand et al. Our purposeis to provide an e cient aggregationmedanism for
managemeh objects monitored at a lower level that are replicated at other middle level
managers.Our architecture providesscalability and exibilit y in orderto replicatedi erent
setsof managedobjects. Besides keepinga collection of important managedobjects closer
to the managemen application allows the reduction of the tra c overheardand improves

the responsetime in querying those managedobjects.

1.3.4 Replication of SNMP Objects in Agent Groups

In [26, 27], Sartos and Duarte have introduced a framework for replicating SNMP ma-
nagemenm objects in local areanetworks. This framework presens a two-tier architecture
in which replicated objects are kept amongthe network elemens themseles, as showvn in
Figure 1.4.

The de ned framework is basedon groups of agerts commnunicating with ead other
usingreliable multicast. A group of agens providesfault-tolerant object functionality. The
framework allowsthe dynamicde nition of ead agert group aswell asmanagemenh objects

to be replicated in eat one. In cortrast to Shenwalder's proposal [24], the framework
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considersthat a menbership serviceunder SNMP guararteesreliable comnunication.

Manager

Group

Figure 1.4: Group-basedarchitecture for replicating managedobjects.

The introduced SNMP serviceallows replicated MIB objects of crashedageris to be
accessedhrough working agens. The serviceis basedon cooperating groups of SNMP
agers de ned over a group commnunication tool. The main part of the MIB describing
the framework consistsof three dynamic tables. The rst table cortains the de nition
of multiple agent groups; the secondtable cortains the speci cation of objects that are
replicated in ead group, and the last table keepsthe replicated objects in all menbers
of all groups. When the systemis initialized, the replicated object table is automatically
built from the other two tables and replicated throughout the group. In this way, the
replicated object table enablesa managerto accesseplicated objects through any agen of
a givengroup. Howeer, seweral new framework requiremens wereidenti ed to extendthis
serviceto large networks. Issueslike network elemens with di erent processingcapacity
and required bandwidth might often interfere on network data consistency consequetly
a ecting the reliability and scalability of a network monitoring system.

In the two-tier architecture for cooperating groupsof SNMP agerts, all menbers of a
group needto replicate objects at ead time interval aswell asto keepreplicated objects
from other agents. To accomplishthis task, eat ager needsto have enoughprocessingca-
pacity. Furthermore, network resourcesare alsorequiredto transmit replication messages.
The issuesmertioned above canrestrict the number of ageris at a given group or even the
number of agert groups. Hence,in order to solwe thoseissues,other approatespreserned

at literature, sud asthe clustering approad, have beenincludedin that framework. They
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have cortributed for de ning the replication architecture proposedin this work aswell as

a new framework.

1.3.5 ANMP: Ad Hoc Network Management Proto col

Chen et al. [28 presen a protocol for managing mobile wirelessad hoc networks called
Ad hoc Network Managemen Protocol (ANMP). The protocol useshierarchical clustering
of network elemets in order to reducethe number of messagegexdanged between the
managerand the mobile agens. The clustering approad enablesthe network managerto
keeptrack of mobile elemeits asthey gad around. Moreover, ANMP is fully compatible
with Simple Network Managemen Protocol, being an extensionof the Simple Network
Managemenm Protocol version3 (SNMPv3).

Chenet al. arguethat usinga hierarchical model for data collectionis a good approad
in orderto build a protocol that providesmessage ciency, sinceintermediate levelsof the
hierarchy can collectdata, often producing a digest, beforeforwarding it to upper layers of
hierarchy. Howewer, employing that approad in ad hoc networksintro ducesa disadwvantage
which is the cost of maintaining a hierardy in face of node mobility. The topology of
an ad hoc network may be quite dynamic; thus, it is necessaryto support automated
recon guration. In orderto solwe this problem, amongothers, they have proposeda three-
level hierarchical architecture basedon clusteringfor ANMP, asshown in Figure 1.5. They
arguethat forming clustersis the mostlogicalway of dividing an ad hoc network to simplify
the task of managemenh Sud adivision facilitates decetralized network managementhat
thus becomesamore fault tolerant and messagee cien t.

The lowest level of the ANMP architecture consistsof individual nodescalled agerts.
Seeral agerts, which are closeto one another, are grouped in clusters and managedby
a cluster head. The middle level consistsof cluster heads. At the upper level, a network
managermanagesall cluster heads. The structure of the clustersis dynamic. Thus, as
nodesmove around, the number and composition of the clusterschange. In the sameway,

the nodesacting as cluster headsalso changeover time.



1.3. Related Work 14

Manager

Cluster head

Agents

Cluster ~~~__

Figure 1.5: ANMP's hierardical architecture [2§].

In orderto support clusteringin ad hoc networks, Chenet al. deweloped two clustering
approades: graph-basedclustering and geographical-basedlustering. The rst approah
modelsthe network asa graph and forms clustersbasedon the graphtopology. The second
approad usesa global positioning system (GPS) information to divide the network into
clusters.

ANMP extendsthe MIB's usedin SNMP to include ad hoc network speci ¢ information.
Chenet al. addedanewMIB group calledanmpMIB to the MIB-2 of SNMP for supporting
ad hoc network managemen functions. Thus, ewvery node in the network locally runs an
ANMP enity. This new MIB cortains, amongits subgroups,a group that de nes objects
related to the topologyinformation of the ad hoc network, allowing ead nodeto keepa list
of all neighbors aswell asclustering protocolswhich may be usedfor topology maintenance.

The architecture of managemenh elemetts clustering for the managemen of data repli-
cation proposedin this work appliessomeof the approahesdescribted by Chenet al. Those
approadesfocuson solving the requiremerts of scalability, consistencyand processingca-
pacity among the network elemeits in order to extend the object replication serviceto
large networks.

We have used a clustering approad in our work to reducethe number of messages
exchanged among the network elemens and thus to decreasethe impact of replication

on network performance.Like in ANMP, we de ne an intermediate level of managemen
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This middle level consistsof network elemelts called cluster managersthat are capable
of monitoring and replicating objects amongthem. Furthermore, the architecture splitted
into three levels providesthe scalability neededfor clustering network elemens with either
homogeneour heterogeneousharacteristics. Hence,a managerapplication can de ne
di erent setsof clustersin which ead cluster represeis a set of network elemens and
managemeh objects to be replicated. We also introducea new MIB group called Replic-
MIB for supporting managedobject replication in agen cluster. The speci cation of the

Replic-MIB takesinto accoun the SNMP framework.

1.3.6 Network Control and Managemen t of a Recon gurable WDM

Net work

Wei et al. [29] describe a managemenh systembasedon CORBA and the group comrmu-
nication tool Isis [12], deployed on a set of two managemen stations (NMS's) and v e
managednetwork elemetts, on top of a WDM (Wavelength Division Multiplexing) net-
work. Robustnessof the managemen functionality is provided through the object group
medanismwhich actively replicatesmanagemen software objects acrossthe two manage-
mert stations. Thus, in caseof one managemen station crashes,the other station takes
over seamlessly Except for the administrator front-end graphical interface, all other man-
agemehn objects, i.e. connection,fault and con guration objects, are replicated and span
acrossboth managemen stations. In this way, crashingof a managemenh processon one
managemen station can be tolerated, without a ecting the cortinuous operation of the
managemeh system.

In our architecture, we allow the replication of managemen objects not managemen
functions. We introducethe passie replication technique which better supports the usage
of object groupslike viewsover the wholemanagemenobjects[12]. The passiwe replication
tecniqueselectsonereplicain orderto play asprimary replicas,and the other replicasplay
asbadups. Thus, ead agert group canreplicatea speci ¢ collectionof objectsaccordingto

its goal. Hence,not all managemenhobjects are replicated. This replication strategy allows
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copiesof objects replicated from eat agert group to be deployedto di erent managemen

ertities in the system.

1.4 Thesis Organization

The rest of the thesis is organized as follows. Chapter 2 introducesthe network ma-
nagemen paradigm basedon SNMP. Chapter 3 presens an overview of failure models,
replication techniques and group menbership that are commonly used for the dewelop-
mert of reliable distributed applications. Chapter 4 de nes requiremens of the proposed
model and descritesthe agen clustering architecture for replicating managemen objects.
Chapter 5 descritesan SNMP framework for replication of managedobjectsin agert clus-
ters. In chapter 6, we presen a practical fault network managemen tool basedon the
SNMP ager clustering framework. Furthermore, we introduce an evaluation of the tool
which includesa study of the resourceconsumption, a performanceanalysis,and a brief
study of the availability of the tool. An application exampleshows how the tool can help
to determinethe occurrenceof TCP SYN-Flooding attacks. Chapter 7 concludeghe thesis

and presens directions for future work.



Chapter 2

Net work Management & The SNMP

Framew ork

Computer networks are increasingly more complex and larger. These networks are typi-
cally composedof hardware, software, and heterogeneouprotocols producedby di erent
organizationsand vendors. Network Managemeh systemsare usedto cortrol and monitor
network elemens and the systemas a whole [1]. SNMP (Simple Network Managemenh
Protocol) is the de facto standard for network managemeh nowadays, and a large number
of organizationshave adoptedit. Thus, usingthe SNMP Framework as reference we will
proposean agert clusteringarchitecture for building reliable network managemensystems.
This chapter de nes the goalsof network managemen systemsand presens the classi -
cation of network managemen functionality proposedby ISO (International Organization
for Standardization). Sud classi cation still remains current, although other function-
alities have beenincluded over time. Section 2.2 preseits an overview of the Internet-
standard Managemenh Framework, widely known asthe SNMP Framework, that descrites
the SNMP managemenharchitecture, the Structure of Managemehn Information (SMI), the
Internet Managemen Information Base(MIB), and the SNMP protocol usedby managers
and agens to comnunicate. In addition, this sectionpresens a brief discussionabout the

framework's ewlution trends, including the SNMPvV3.

17
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2.1 Network Managemen t

Network Managemen is neededto cortrol and monitor the operation of the network ac-
cordingto changinguserrequiremens. Managemen includesthe initialization, monitoring
and modi cation of both hardware and software elemeits in the network [30. Sud ele-
merts can be computers, routers, bridges, hubs, modem, consoles,and printers, among
others.

ISO (International Organization for Standardization) has proposeda classi cation of
network managemen functionalities into v e areas:fault, performance,con guration, se-
curity, and accouriing managemeh Thesefunctionalities were proposedas part of the
OSI (Open Systemslinterconnection) systemsmanagemenh speci cation, but they have
beenwidely acceptedto descrike the requiremens for any network managemeh system

[31]. The function of ead areais descriked below:

Fault management: allows the detection, isolation, and correction, if possible, of

abnormal operations of the network (network elemens and services).

Performance management: allows performance monitoring and evaluation of the

network.

Con guration management:allows the human managerto recon gure the network
from a managerstation in order to guarartee cortinuous operation and quality of

service.

Security management:includesproceduresto protect the systemfrom unauthorized

access.

Accounting management:enableschargesand coststo be assignedor network usage.

In the next section, we presen an overview of the Internet Standard Network Man-
agemen Framework, also known as the SNMP (Simple Network Managemen Protocol)

Framework.
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2.2 SNMP Framew ork

SNMP (Simple Network Managemen Protocol) [4, 32, 33, 34] is the de facto standard for
network managemeh nowadays. A large number of organizationshave adopted SNMP in
orderto managetheir networks. A vast number of network devicessud asrouters, bridges,
hubs, and operating systemsfrom di erent vendorso er support for SNMP.

As networks expand and becomemissioncritical, the needfor an integrated systemto
allow network monitoring and cortrol becomescritical [35]. Networks are made up of he-
terogeneousklemerts, beingbasedon computerand comnunication technologiesproduced
by di erent organizationsand vendors. Thus, it is important that network managemenh
systemsbe basedon international open standards,sharedby all technologies.SNMP is an
openframework deweloped by the TCP/IP community to allow the integrated managemen
of highly heterogeneousnternets.

Although SNMP is a simple protocol, its huge successs not due to a lack of more
complex alternatives. SNMP's simplicity, is, to the opposite, one of the reasonswhy the
protocol has beenso widely deployed. As the impact of adding network managemen to
managednodes must be minimal, avoiding complicatedapproadesis a basicrequirement
of any network managemet model. The simplicity of SNMP has guararteed its e ciency
and scalability. Although there is a number of areasin which SNMP hasshown de ciencies,
the setof standardshasbeenewlving: newversionsand new solutionsare being deweloped
cortinuously

In this section,we provide an overview of the SNMP managemenh architecture, includ-
ing the data de nition languagecalled Structure of Managemen Information (SMI), the
Managemen Information Base(MIB), the managemet protocol, and concludeexamining

the framework's ewlution trends.

2.2.1 SNMP Arc hitecture

SNMP is originally basedon the manager-agentparadigm, in which the network is moni-

tored and cortrolled through managemen applications called managersrunning in a Net-
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work Managemen Station (NMS), and agentsrunning in nodesand network devices,also
known as manageddevices. In order to simplify our understanding, throughout this sec-
tion, We call agents all nodes and network devicesthat cortain an ageri. As shown in
Figure 2.1, ead agen keepsmanagemenh information storedin a local Managemehm Infor-
mation Base(MIB). The NMS also keepsa MIB. A MIB may include a large amourt of
managemet information sud asthe number of padets received by an agert and the sta-

tus of its interfaces. The NMS and the agents comnunicate using a network managemen
protocol.

NMS

MIB

MANAGEMENT

SNMP APPLICATIONS
A | Client >
/

Agent

5 5
n SNMP n SNMP
> >

Agent

Server Server

Figure 2.1: The Manager/Agert paradigm.

The NMS runs a collection of managemen applications, which provides fault, perfor-
mance,con guration, security, and accourting managemen[36]. Agens run on computers
and network devicessud asrouters, bridges, hubs, that are equipped with SNMP so that
they can be managedby the NMS. Each agen repliesto SNMP queries,and may issue
asynaironous alarms, called traps, to the NMS reporting exceptions,for example, when
managemeht objects indicate that an error hasoccurred. Agerts run an SNMP sener, and
the NMS runs SNMP client applications.

An SNMP MIB is a set of managemenh objects (MQO's). Eadh object is a data variable
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that represems one characteristic of the managedelemen. The MIB's are standard, and
di erent typesof agens have MIB's cortaining di erent objects. The NMS can causean
action to take placeat an agen or can changeand agert's con guration by modifying the
value of speci ¢ variables.

The NMS and the agerts commnunicate using a network managemen protocol called
SNMP. SNMP cortains three generaltypesof operations: get, with which the NMS queries
an agen for the value of a given managemen object; set with which the NMS writes the
value of a given managemenobject on a givenagert; andtrap, with which an agen noti es
the NMS about a signi cant event.

SNMP is an application layer protocol of the TCP/IP protocol suite. It runs on top of
UDP (User Datagram Protocol), a connectionlesgransport protocol, which runs on top of
IP (Internet Protocol).

The reasonfor which a connectionlesgrotocol was chosenis that network managemen
must be very resiliert to faults over the network. A connectionmay have problemsto be
establishedf thereis afault. Furthermore, aconnection-orieted approad masksa number
of network problemsfor the application, becauseit doesretransmissionand o w cortrol
automatically. Network managemet cannot have theseproblemshidden from it.

There are two strategiesusually employed by the NMS to monitor the network: polling
and alarm managemenh The NMS polls ageris regularly at speci ¢ time intervals querying
for managemen objects. The interval may vary depending on the object or the network
state. On the other hand, alarm managemenis basedon traps sern by agers to the NMS
when threshold conditions are readed. In general,network managemen systemsemploy
a combination of polling and alarm managemen [37].

If the NMS monitors a large number of agerts and ead agent maintains a large number
of objects, then it may becomeimpractical to regularly poll all agerts for all of their data
[18]. Howewer, trap processingalso has problems of its own. As ageris must generate
ewerts when thresholds are achieved, they must cortinuously monitor the value of the
managemeh objects. This processmay have a bad impact on the performanceof the

agen. Furthermore, whenthereis a fault in the network, the NMS is usually o odedwith
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alarmssert from agerns that have di erent perspectivesof the problem, and diagnosiscan
be di cult in those circumstances.If the network problem is congestion,traps will make

it even worse. The SNMP community favors pollings over traps [38].

2.2.2 Structure of Managemen t Information

Managemen information is a key componert of any network managemen system. In the
SNMP framework, information is structured asa collection of managemenhobjects (MO's)

stored at the MIB. Each MO refersto a MIB variable. Each devicein the network keepsa
MIB that hasinformation about the managedresourcesf that device. The NMS monitors
a resourceby readingits correspnding MO's current value, and corrols the resourceby
writing a newvalueto the MO. In SNMP, the only data typessupported are simple scalars
and data arrays.

The Structure of Managemeh Information (SMI) [39] de nes the rules for describing
managemet information. The SMI de nes the data typesthat can be usedin the MIB,
and how resourceswithin the MIB arerepresetted and identi ed. It wasbuilt to emphasize
simplicity and extensibility. The SMI allows the description of managemen information
independertly of implemertation details.

The SMI is de ned using a restricted subsetof ASN.1 (Abstract Syrntax Notation Lan-
guageOne). ASN.1is an ISO formal languagethat de nes the abstract syntax of applica-
tion data. Abstract synax refersto the genericstructure of data, asseenby an application,
independen of any encaling techniquesusedby lower level protocols. An abstract syntax
allows data typesto be de ned and valuesof thosetypesto be speci ed independerily of
any speci c represetation of the data. ASN.1is employed to de ne not only the manage-
mert objects, but alsothe Protocol Data Units (PDU's) exdiangedby the managemen
protocol.

There must be a mapping betweenthe abstract syntax and an encaling, which is used
to store or transfer the object. The encaling rules usedby SNMP are called BER (Basic
Encoding Rules), which, like ASN.1, is alsoan ISO standard. BER descrikesa method for
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encaling valuesof eat ASN.1 type as an octet string. The encaling is basedon the use
of a type-length-value structure to encale any ASN.1 de nition. The type includesthe
ASN.1typeplusits class,the length indicatesthe length of the actual valuerepresetation,

and the value is a string of octet. The structure is recursive, so that complextypesare

alsorepreseted using this basicrule.

Object Identiers

The SMI has, among others, the task of de ning unique identi ers for managemeh
objects. Thus, there must be a consensughroughout systemsabout what ead object is

usedto represemn, and how objects are accessed.

I/
ccitt iso iso-ccitt
0) (1) @
standard authority member org
© @ @ (©)] N
dod
. (6)
internet
/ﬁ\
directory mgmt experimental private security snmpV2
@ (i) (©) 4 5) (6)
mib-2
/(]’.)\
system interface sample
@ @ (11)

Figure 2.2: Hierarchical organization of MIB objects.

Ead object identi er is a sequencef labels, which translatesto a sequencef integers.
Ead object is organizedin a tree, sud that the integer sequencecorrespndsto the path
from the root of the tree up to the point wherethe object is de ned. It is important to
remenber that these objects and their identi ers are standard, de ned by the authority

who is responsiblefor the managemet framework.
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The virtual root of the tree of objects is assignedio the ASN.1 standard, as shown in
Figure 2.2. In the rst level, there are three possiblesubtrees:ccitt, iso and joint-iso-ccitt
Each SNMP MIB is de ned under the internet subtree, which is under the iso subtree,
being referredasiso.ag.daod.internetand translated as .1.3.6.1

The SMI de nes under the internet subtreethe following subtreeamongothers:

mgmt: employed for standard Internet managemenh objects. The mgmt subtree

cortains the standard MIB, under the subtree mib-2
experimental:employed to identify experimertal objects.

private: employed by vendorsand organizationsto attend private needs. This sub-
tree cortains a subtree called entergisesunder which a subtreeis allocated to eah

organizationthat registersfor an erterprise object iderti er.
MIB-2

MIB-2, de ned in Requestfor Commerns (RFCs)2011,2012,and 2013[34, 40, 41], isthe
current standard TCP/IP protocol's MIB. The mib-2 subtreeis under the mgmt subtree,
being referred as iso.ag.dad.internet.mgmt.mib-2or 1.3.6.1.2.1 Within the MIB, objects

are usually de ned in groupson which ead group hasa speci ¢ purpose.

system:overall information about the manageddeviceitself; for example,the variable

sysUpTimeshows how long agothe devicewas last re-initialized.

interfaces:information about ead of the interfacesfrom the agen to the network
and its trac; for example,the variable ifNumber givesthe number of interfacesof

the agen to the network.

at (addresdranslation): cortains addressresolutioninformation, usedfor mapping IP
addressinto media-speci ¢ address. For example, the variable atPhysAddresgives
the media addressfor a given interface, and the variable atNetAddresgyivesthe IP

address.
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ip, icmp, tcp, udp, egp,and snmp: every group hasinformation about that protocol's
implemertation and behavior on the system. For example,the variable iplnDelivers

givesthe total number of input datagramssuccessfullydeliveredto IP user-protacols.

transmissiongivesinformation concerningthe transmissionsthemesand accesgro-
tocols at eat system interface, used for media-speci ¢ MIBS, as for X.25, Token

Ring, FDDI, amongothers.

2.2.3 The SNMP Proto col

The SNMP protocol is employed by managersand ageris to comnmunicate managemen
information. It is usedby managersto query and cortrol agerts, and by ageris to issue
traps and reply to queries. Version 2 of SNMP also allows managersto comnunicate
amongthemselhes. SNMP becamea full Internet standard in 1990[33]. The protocol has
sinceewlved, but \basic" SNMP is in widespreaduse, having beenadopted by dozensof
organizationsworldwide. For the implemertations descriked in chapter 6, SNMPv3 was
used.

SNMP provides a collection of operations performed between managemen ertities, as
descriked belov and shown in Figure 2.3, in order to commnunicate managemenh informa-

tion.

Get: requeststhe value of a given managemen object;
GetNext: requeststhe value of next managemen object;
Bulk: requestsa set of managemen objects at the sametime;
Set: storesa new value for a given managemen object;
Resmnse: responsesoperations descrited before;

Trap: an agen sendsthe value of a given managemenh object to a managerwhen

exceptionalewens have occurred;
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Report: internal noti cation in the ertity;

manager agent manager agent
side side side side
get, getnext, |
bulk, set IRRREENY —
‘ trap
o oq— L
-l response -l

Figure 2.3: Operations betweenmanagemen ertities.

A full description of someaspects not detailed in this chapter but which are SNMP
standard may be found in [18 31, 38]. Theseaspectsinclude, for example,how to de ne

a MIB, i.e. objects, data types,and how to addressobject instantiations, amongothers.

2.2.4 Evolution of the SNMP

Throughout the 1990sthe Internet EngineeringTask Force(IETF) de ned three manage-
mert architectures for the Internet, known as SNMPv1, SNMPv2, and SNMPv3 [42, 43].

In the early 1990s,the IETF concludedthe rst versionof SNMP called SNMPv1, and
the rst versionof the data de nition languagecalled SMIvl. Both SMIvl and SNMPv1
were adopted by the manufactures of networking devicesand vendors of managemen
software.

Due to seeral de ciencies as the lack of e ective security metanisms preseted by
SNMPv1, the IETF soon started e orts to introduce SNMP version 2 together with a
secondversion of tha data de nition language (SMI). Howewer, this processpresered
seeral di culties and its result wasthe SNMP version2 known as SNMPv2c. SNMPv2c
is not a complete IETF standard as it lacks strong security. The secondversion of the
SMI, called SMIv2, was more successfuand has beenpublished as an Internet Standard
in 1999[39, 44].

As SNMPv2c did not acdhiewve its goals, in 1997, an attempt was started to de ne

SNMP version 3 called SNMPv3 that provides e ective security medanismsand remote
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administration capabilities[4]. Most currert SNMP-basedsystemsare built with this third

version of the framework.

2.3 Conclusion

In this chapter, we introducedthe purposeof network managemen systemsand presered
the traditional classi cation of network managemenfunctionality proposedby ISO (Inter-
national Organization for Standardization). Next, we preseted the SNMP Framework.

SNMP hasbeenwidely adopted by di erent organizationsat the managemen of their
networks, being a de facto standard. We presened an overview of the SNMP Framework
focusingon the main componerts: the SNMP architecture, the SMI, and the SNMP pro-
tocol. The SNMP architecture is originally basedon the manager-agentparadigm In this
architecture, managers,which run in a Network Managemen Station, and agens, which
run in manageddevices,accomplishthe network managemenh The SMI is a data def-
inition languagethat de nes the rules for describing managemen information, allowing
the description of managemen information independerly of implemenation details. The
SNMP protocol provides the comnunication between managersand ageris. Further, it
allows managersto query and cortrol agens, and agers to issuetrap messageand reply
to queries. We also presetted a brief discussover the framework's ewlution trends that
include SNMPV3.

Throughout the thesis, we utilize the SNMP framework to describe an architecture of

managemen ertities clustering for replication of managedobjects.



Chapter 3

Replication & Group Comm unication

A major problem inherert to distributed systemsis their potential vulnerability to fai-
lures. Indeed, wheneer a single elemen fails, the availability of the whole system may
be damaged. On the other hand, the distributed nature of systemsprovides the means
to increasethey dependability, which meansthat reliance can justi ably be placedon the
servicetheir deliver [45]. In distributed systems,it is possibleto introduce redundancy
and, thus, make the overall systemmore reliable than its individual parts [46].

Redundancyis usually introduced by replication of componerts or services.Although
replication is an intuitiv e and readily understood concept, its implemertation in a dis-
tributed system requires sophisticatedtechniques[8]. Active and passivereplication are
two major classef replication techniquesto ensureconsistencybetweenreplicas. Both
techniquesare useful sincethey have complemetary qualities, and many other replication
techniquesextend sud qualities.

This chapter presens an overview of somereplication techniques showving their di e-
rencessimilarities, and sometimegheir applicationsin distributed systems.Many of those
techniques have beendescribed by Defago[46]. Section 3.1 describesthe existing failure
models. Section3.2 preselts replication techniquesand their usagen a client-server model.
Section3.3descrilesthe group abstraction and the role of the group menbership servicefor

building reliable distributed applications. Moreover, group comrmunication systems,sud

28
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asthe Ensenble system,are mentioned. Section3.4 proposesthe useof passi replication

and group abstraction for building reliable network managemen systems.

3.1 Failure Mo dels

The reliability of a componert or systemis its ability to function correctly over speci ed
period of time. The availability of a systemis de ned to be the probability that system
is working at given time, regardlessof the number of times it may have failed and been
repaired [19. In a distributed computing system, it is impossibleto tolerate all failures
sincethere is always a nonzeroprobability that all will fail, either independerly or due
to a commoncause.Therefore,the goal of fault toleranceis to improve the reliability and
availability of a systemto a speci ed level by tolerating a speci ed number of selectedypes
of failures. Failure modelshave beendeweloped to descrike abstractly the e ects of failures.
The useof sud a model simpli es the programmer'stask by allowing the program to be
designedto cope with this abstract model rather than trying to cope with the di erent
individual causesof failures.

A hierarchy of failure models has beendewloped for usein di erent application ar-
eas[47). The broadestfailure model is the Byzantine or arbitrary failure model where
componerts fail in an arbitrary way [48]. This model accommalates all possiblecauses
of failures, including malicious failures where a macdine actively tries to interfere with
the progressof a computation. Naturally, the systemsbasedon this failure model are
complicated and expensie to execute. The Byzantine with authentiation failure model
allows the sametype of failure, but with the addedassumptionthat a method is available
to idertify reliably the senderof a message.This assumptionsubstartially simpli es the
problem. The timing or performance failure model assumes component will respond with
the correct value, but not necessarilywithin a given time speci cation [49. The omission
failure model assumesa componert may newer respond to an input [49]. The crash or
fail-silent failure model assumeghat the only way a componert can fail is by ceasingto

operate without making any incorrect state transitions [50]. Finally, the fail-stop failure
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model addsto the crash model the assumptionthat the componert fails in a way that is
detectableby other componerts [51]. A more completeclassi cation of failure modelsand
their relations canbe found in [52]; numerousother classi cations basedon factors sud as
duration and causehave also beenproposed[45]. In general,more inclusive is the failure
model, higher is the probability that it covers all failures that are encourered, but at a

cost of increasedprocessingtime and comnunication.

3.2 Replication Techniques

Replication techniques applied to critical componerts of systemsare an approad to in-
troduce redundancy Replication is actually the only medanism for fault tolerancethat
simultaneously increaseghe reliability and the availability of a system[7]. Replication is
the processof making a copy (replica) of resourcesprocesse®r data. In particular, the
kind of replica consideredin this thesisis managementdata, speci cally, managemet ob-
jects. There are two basictechniquesfor replication: active and passiwe replication. Both
techniquesare usefulsincethey have complememary qualities. Replication techniquessud
as coordinator-cohort, semi-passie, and semi-actie are variants of those techniques.

In this section,we discussthe di erencesand similarities of thosereplication techniques.
The application model taken into accourt in all replication techniquesis the client-server
model. Furthermore, the sener is composedof three replica ertities namedP1, P2, and
P3. It is alsoassumedhat only the client makesrequeststo the sener, and a requestis a

processingrequiredat the sener that may or not involve state changesamongthe replicas.

3.2.1 Passive Replication

The passie replication technique is alsoknown asthe primary-badkup approad [53]. This
technique selectsone replica in order to play as primary, and the other replicasplay as
backups As Figure 3.1 shaws, the client only interacts with the primary (P1), i.e. it sends

its requestto the primary. The primary then processeshe request,and next sendsupdate
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message$o the badkups (P2 and P3) in order to keepa consistem state amongreplicas.
Oncethe badkups have beenupdated, the primary then sendsthe responseto the cliert.
As all badkups interact directly only with the primary, every time that the primary
fails, the badkups must detect the failure and run an election algorithm, sud as a leader
election algorithm, in order to determine which one will becomethe new primary. Thus,
this replication technique hastwo drawbads: (1) the recon guration procedurein order
to electa new primary is typically costly, and (2) in caseof the primary fails, the client

needsto be informed about the new primary in order to resendits request.

Client

Request Response
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Update
P2 Backup -

P3 Backup \ -
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\/

\/
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Bl Processing Hl State update

Figure 3.1: Passie replication: processingof a request.

3.2.2 Coordinator-Cohort

Coordinator-cohort [54] is a variant of passiwe replication designedin the cortext of the
Isis group commnmunication system[55]. As passie replication, it is basedon the principle
that only oneof the replicasshould processthe requests.Thus, at this strategy, one of the
replicasis designedasthe coordinator (primary) and the others are the cohorts (badkups).

Unlike a passie replication, a client sendsts requestto the wholegroup of replicas: P1,
P2, and P3, asshown in Figure 3.2. The coordinator (P1) then handlesthe requestand
next sendsupdate messageso the cohorts (P2 and P3) in order to make them updated.
If the coordinator fails, the other group menberselecta new coordinator, and it takesover

the processingof the request.
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Figure 3.2: Coordinator-cohort: processingof a request.

3.2.3 Activ e Replication

In the active replication, also called the state-madine approad [56], the replicasbehare
independerly. As shawvn in Figure 3.3, the client always sendsits requestto all replicas:
P1, P2, and P3. Every replicathen handlesthe requestreceived, and sendsits response.
To keepthe replicasidertical, active replication also must ensurethat all replicasreceiwe

the requestsin the sameorder.

Client

uneﬁ /’/’/Response
P1
C >
. N
C
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\

\

B Processing

Figure 3.3: Activ e replication: processingof a request.

The main advantage of active replication is its failure transparency; no matter how
marny replicas are faulty or fault-free, the replicated data is accessedn the sameway.
Thus, a low responsetime is achieved even in caseof failures. Howeer, this technique has

two important drawbadks: (1) the redundancyof processingmplies a high resourceusage,
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and (2) the handling of a requestmust be performedin a deterministic manner, i.e. the
requestresult must only depend on the current state of the replica and the sequenceof

actionsthat are executed[46, 57].

3.2.4 Semi-P assive Replication

Semi-passie replication presers similarities with both passiwe replication and coordinator-
cohort. Typically, this technique can be seenas a variant of passiwe replication, as it
retains most of its major characteristics. Howewer, the selectionof a primary in semi-
passiwe replication is basedon consensu$58], and not in a group menbership serviceasit

is usually donein passiw replication and coordinator-cohort [46, 59|.
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Figure 3.4: Semi-passie replication: processingof a requestwith crashat the primary.

In cortrast to passiwe replication, in this technique the client processalways sendsits
requestto all replicas: P1, P2, and P3. Typically, the replica playing as primary (P1)
handlesthe request,and next sendsupdate messages$o other replicas. Howewer, when a
failure occursat the primary (P1), another replica is selectedas primary (P2), as shavn
in Figure 3.4. The new primary takesover the processingof the requestand updatesthe
remainingreplicas. As all replicasreceiwe the request,the client doesnot resendits request
in the caseof occurring a failure at the primary.

A full description of semi-passie replication is presered by Defago[46].
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3.2.5 Semi-Activ e Replication

The semi-actiwe replication was deweloped to solve the problem of non-determinismwith
activereplication in the cortext of time-critical applications. It is an approad that involves
characteristics of both active and passi replication [56, 60]. This technique is based
on active replication and extended with the notion of a leader (primary) and followers
(badkups) deployed in passie replication.

The client sendsits requestto all replicas: P1, P2, and P3. Although all replicas
perform the handling of a request,only the leader(P1) is responsibleto perform the non-
deterministic parts of the requestprocessing,and then inform the followers (P2 and P3)
through update messagesas shown in Figure 3.5. It is considerednon-determinismwhen
there is no way to guarartee that the processingperformed by all replicas will achieve
the sameresult, i.e. the result may depend on local valueswhoseinstancescan be di er-
ert. For instance, multi-threading typically introducesnon-determinism. A de nition of
determinismis found in Section3.2.3.
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P1 Leader >

. >
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Figure 3.5: Semi-actiwe replication: processingof a request.

An important aspect about semi-actiwe replication and semi-passie replication is their
behavior in the ideal scenarios.Semi-actiwe replication, in the absenceof non-deterministic
processing,is essetially an active replication scheme in which all replicas handle the
requests,whereassemi-passie replication, in the absenceof fails, ensureghat requestsare

only processedy a single process[46, 59.



3.3. Group Communication 35

3.3 Group Comm unication

Deweloping distributed applications is a di cult task, becauseof the complexity of the
applications themselhes and of the distributed settings prone to failure in which sud
applications are often performed. Reliable distributed applications must ensurethat its
servicesare provided even when failures occur. The processgroup abstraction is a possible
approad for constructing reliable applications [61]. This approad consistsof structuring
the application into cooperating groups of processeghat commnunicate using a reliable
multicast service. Reliable multicast servicesensurethat all messageser to the group
are delivered to ead group menber that is not faulty. Group menbership is a service
responsible for managing groups of processesj.e. it maintains consistem information
about which menbers are functioning and which have failed at any momert. In order to
do this, a menbership servicereports failures, recoveries or joining memnbers, indicating
changesinto the membership [62, 63]. A group communication systemtypically provides
reliable group multicast and memnbership service.

Group communication systemsintroduce the processgroup abstraction. They are po-
werful tools for the developmen of fault-tolerant distributed applications. In fact, a group
commnunication systemencapsulatescertain solutionsto fundamertal problemsthat arise
in the dewelopmen of reliable systems,providing programmerswith a simple distributed
programming abstraction. Seeral group comnunication systemshave beenimplemerted
and are available, sudh as Transis[64], Horus [20] and Ensenble [21]. Ensenble is a group
communication toolkit that allows the dewelopmen of fault-tolerant complex distributed
applications. It providesa library of protocolswhich handlesissuessud asre-liably send-
ing and receiving messagestransferring processstates, implemerting security, detecting
failures and managingsystemrecon guration.

The group abstraction is an adequateframework for providing reliable multicast prim-
itivesrequired to implemert replication in distributed systems. The following sectionde-
scribesthe useof the group abstraction asan alternative for building dependablenetwork

managemen systems.
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3.4 Passive Replication Applied to Managed Ob jects

Replication techniquessud as active replication have already been previously applied to
network managemenh systemsin order to increasetheir dependability [29]. Howeer, con-
sidering the distributed nature of current network managemen systemsand requiremerts
sud as non-deterministic processingof the requestsand low responsetime, we arguethat
a variation of passiw replication is the most adequatetechnique to perform the task of
replicating managedobjects [11].

Passie replication can be extendedin order to be applied to a managemenh system.
Considera simple managemenh systemcomposedof a collection of ageris whereead agen
typically keepsinformation about a particular manageddeviceat its MIB (Managemem
Information Base). These agers could be extendedto sendtheir information to other
ageris and in addition to keepinformation coming from other agerns in the system. In
this way, a set of agens could be seenas agert group that supports a replication service

of managemen information.

Figure 3.6: Passie replication: agens playing as primary and badkup.

In order to achieve passiwe replication functionality in a group of agens, ead agern
must play as primary and backup at the sametime. The primary role enablesan agen
to multicast its objects to other agens, whereasthe badkup role enablesan agen to keep
objects sent by other agents [10]. Thus, asFigure 3.6 shows, an ager is a primary for its

own managedobjects and replicatesthem in other group memnbers (A); at the sametime,
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it can also be a badkup of other agernts, i.e. keepinglocal replicas of managedobjects of
other group menbers (B).

A client canquery any group agen through a queryrequestfor accessingslocal objects
the replicated objects, as showvn in Figure 3.6. Howewer, only the sourceagen of a MIB
can sendupdate requeststo other ageris for replicating and updating its managedobjects.

Systemswhich implemen passie replication typically only allow accesdo the primary
copy. Howewer, in network managemenh systems,managemen ertities that keepmanaged
objects canfrequertly be accessedby managerapplications. Hence,sud systemscan also
allow queriesto any network ertity that keepscopiesof replicated information. We de ne
this extensionof the passie replication for replicating managedobjects in which queries
can be doneto any menber of an agen group as passie replication with read operations

on badkup ageris.

3.5 Conclusion

In this chapter, we preseted conceptson failure models, replication techniques,and group
abstraction which allow the construction of reliable distributed systems.

The description of main failure models found in distributed computing systemswas
presened. Replication techniquesallow the dewelopmen of reliable systemsthrough the
redundancyof theirs componerts. We presened an overview of the replication techniques
passiw, coordinator-cohort, active, semi-passie, and semi-actiwe that canbe usedto repli-
cate a servicein distributed systems. The study discussedhe di erences and similarities
of replication techniquestaking into accourt a client-server model.

The processgroup abstraction is an approad that have beenusedto building reliable
applications in settings proneto failure. Typically, this approad structures a distributed
application in cooperating groupsof processeshat comnunicate using a reliable multicast
service. Thus, if a processfails, other processesan executeits task, for example. In
general,such approad enablesthat a distributed application can tolerante seeral kinds

of failures.
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The complexity and the distributed nature of currernt network managemenh systemsin-
troduceideal characteristicsto apply both the group abstraction and the passie replication
techniquefor supporting the construction of group-basedeliable network managemensys-
tems. Thus, managemeht information replicated amongthe network managemen ertities

could still be accessea\en if certain network ertities are faulty.



Chapter 4

Managemen t by Replication:

Speci cation

It is essetial that a network managemen systemworks correctly during occurrencesof
network faults. Data replication is an attractive medanism for building fault-tolerant
systemssince it simultaneously increasesthe availability of a system. Hence, the use
of data replication in a distributed network managemenh system provides the meansfor
getting managemen data from a faulty network elemen.

This chapter presets the requiremens and the speci cation of an agert clustering ar-
chitecture for building fault-tolerant network managemen systems. Section4.1 descrikes
the requiremerns of the agen clustering architecture for supporting the replication of man-
agedobjects. Section4.2 preseits the model of the agen clustering architecture as well
as assumptionsabout the failure model. Section4.3 preseits the issuesand properties of
the architecture in order to keepthe consistencyof the replicated objects even in failure
situations. Section4.4 introducesthe agert clustering architecture structured in three lay-
ers basedon the SNMP framework. Furthermore, we presen an exampleof usageof the

architecture.

39
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4.1 Requiremen ts of the System

Thereis a number of possibilitiesto implemen redundancyin a distributed system. In par-
ticular, the available resourcef communication and processingn a network environmert
are factors that must be taken into accourt at the momen of de ning the redundancy
strategy to be applied. Moreover, those resourcesare essetial in failure situations, in
which the network operation is a ected and sud resourcesare reduced.

The cluster abstraction employedin the agen clustering architecture takesinto accourn
the issueof resourceconsumption neededfor supporting managedobjects replication and
henceallowing the building of practical network monitoring systems.

The following functional requiremens are identi ed for the MO's replication system
in order to allocate the minimal amourt of network resourcesas well asto guarartee the

distribution of replicated objects in various placeson the network.

Flexibility: con guration of seweral collections of managedobjects from clusters of
network elemets to be replicated; which network elemens are menbers of a cluster;

and in which network elemeits those managedobjects must be replicated.

Availability: copiesof values of managedobjects may be kept in specic network
elemerts in the system. Thus, while there is at least an accessiblecopy of managed
objects, i.e. a fault-free network elemem, the accessto values of sud objects is

guararteed.

Consistency valuesof managedobjects, which are replicated amongvarious network

managemen ertities, must be consisten with the original values.

Salability: the increasein the number of agerts or managedobjects to be replicated
in the systemrequiresthe allocation of more network resources.In orderto enablethe
operation of replication and reducethe network resourceconsumption, the clustering

architecture allows both the creation and rede nition of new agers clusters.
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In the following, we descrilke the architecture of agen clustering for managedobjects

replication.

4.2 Specication

In this sectionwe presen the speci cation of the agen clustering architecture for replicat-
ing managedobjects aswell asassumptionsabout the failure model and the comnunication
model.

The systemmodel consistsof multiple network elemerts, called nodes connectedby a
network. The nodesonly experiencethe fail-stop failure model, i.e. a node either operates
correctly or not at all [51]. We assumethat no network partitions occur and that the
systemis syndironous, henceit is possibleto estimatethe time required for both message
transmissionand processing.Although the consideredfailure model aswell asthe kind of
network partition are not well adequateto all kinds of networks, we are consideringthose
assumptionsin our model sincethey are adequateto local areanetworks. Sud assumptions
will be studied in other kinds of network sudh as WAN (Wide Area Network) and MAN
(Metropolitan Area Network) later in order to ched if they attend to the requiremers
of the system. The fail-stop failure model, accordingto the kind of network, can a ect
requiremens sud asthe scalability of the systemmodel.

In the systemmodel, a given node contains the managerapplication and eat one of
the other nodescortains an agentapplication. We considerthat the managerapplication
is similar to any managerbasedon the manager-agenfaradigm and furthermore it newer
fails and hasthe ability to detecta faulty node. In addition, we considerthat certain agens
can be extendedto play the cluster managerrole. A cluster manageris an agen which
can collect and replicate information to other cluster managers. Typically, managemenh
information is kept in variablestermed objects. In particular, ordinary ageris only keep
local information about nodeswherethey are hosted, whereasa cluster managercan keep
replicated information from other agert applications.

The following nomenclatureis usedthroughout this sectionand next sectionto iden-
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tify the systemertities. Entities can introduce one or two subscripts. Entities with one
subscript are usedto indicate an elemen in a set. Let 2; be an entity. The subscript i
refersto the i-th elemen of 2. For example,value . Entities with two subscripts are
usedto indicate an elemen whosevalueis a copy of another elemen value. Let 2;; bean
ertity. The subscripti refersto the i-the elemen of 2 and the subscriptj refersto a copy
of elemen 2; kept in elemen 2;; . For example,in notation ¢, , the value of elemen g is

copiedin elemen g; , in this caseqg and g; are sets.

Let A = fag;ay; a3;:::;a,g be the set of all agents in the systemmodel. Let O =

set of all cluster managers,whereL ~ A. A cluster manageris an agern de ned by the

managerin order to carry out the task of monitoring and replicating managedobjects.

4.2.1 Cluster

Clusters are logical abstractionsin the systemthat the managerde nes with the purpose

set of all possibleclustersde ned by the manager.

A cluster ¢ is a four-tuple (l;; Gi; Ri; P;), where

l; is an agen that denotesthe managerrole, which monitors and replicatesmanaged
objects, I; 2 L. Furthermore, the relation amongL and C is symmetric;

G; is a set of ageris monitored by the cluster managerl;, whereG; A;

R; is a set of managedobjects to be monitored by the cluster managerl;, where
R, 20;

P; is a set of the peerclusters,whereP; C. Peer clustersare namedother clusters
that receiwe and keepreplicated information sert by a given cluster. The comnmunica-
tion amongclustersfor replicating information occursthrough their clustermanagers.
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4.2.2 Cluster Manager Op eration

As mertioned earlier, we assumethe fail-stop model and considerthe existenceof a com-
munication subsystemconnectingcluster managersn order to provide primitiv esto broad-
cast messagesin addition, we considerthat the commnunication among cluster managers
requiresgroup services,sud as menbership and reliable multicast, for supporting consis-
tency of replicatedinformation. One possiblesolution for the achievemen of thosekinds of
servicesbesidesmplemerting them into the system,is the usageof group comnunication
protocols[20, 21, 64].

In orderto executethe monitoring and replication task of a cluster, and alsoreceiwe data
replicated from the other clusters,the following three comnunication operationsbelow are
de ned for the cluster managerof cluster ¢;:

guery (a,0): is the operation periodically issuedby cluster managerl; in order to
guery a managedobject <o> of an agent <a>;

replicate (m): is the operation periodically issuedby cluster managerl; in order to
senda messagéo their peercluster managers.A message<m> corains the value
of a replicated object;

receiv e(m): is the operation periodically issuedby cluster managerl; whenreceiving
a messagesernt by other cluster manager. A message< m> cortains the value of a
replicated object.

The rst operation correspndsto a communication primitiv e normally issuedby the
manager for querying ordinary agers in a network managemen system based on the
manager-agentparadigm Let Q; = faq; ; &;:::; 6,9 denote the set of queriesthat a
cluster managerl; should periodically issueto an agent a 2 G;.

g:A O ! Of;

8
<

. . if a hasfailed
(a;0) 7! g(a;0) = .

6 ; . If aisfault-free
Thus, a query g correspnds to a communication operation denoted by query (a,0)

in order to collect information of a monitored object. The query result will always be
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successfuland return a value when agen a is fault-free. On the other hand, if the agen
hasfailed, the query result will not return any value.

The secondand third operations correspnd to group comnunication primitiv es de-
ployed by cluster managersin order to communicate with their peer clusters. Note that
cluster managersonly communicate with fault-free peer clusters. Thus, it is required a
failure detection medanism. Let F thus denote an underlying failure detection function

usedby cluster managersas a serviceof group cortrol. This function is de ned asfollows:

F:L ! go;lg
< 0: if g hasfailed
G 7!
1: if ¢ isfault-free
Thus,
f8c;2Cjg 2P;F(g)=19=) P;andP;
where

P1 meansthat cluster ¢ receivesany messagesert by cluster c;;

P, meansthat cluster ¢, receivesmessages the sameorder sert by cluster c;.

In summary, a cluster managerintroducestwo typesof commnunication to carry out the
object replication: the cluster manager- agentcommunication and the cluster manager
- cluster managercomrmunication. The former enablesa cluster managerto monitor the
agert menbers, and the latter enablesa cluster managerto replicate their objects at the

peer clusters.

4.2.3 Replicated Information

A replica represetts the copy of valuesof a set of objects of a group of agers monitored
by a cluster manager. Let ¢ = (I;; Gj;Ri;P;) beaclusterand let ri; = f(o;a) j 02 R;

and a 2 G;g denotea replicakept by the cluster managerof cluster ¢;. Hence,a pair (0;a)
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in a replica indicatesthat object <o> from agert <a> from cluster ¢; is replicated in the
clusterg.

A replica view represets all copiesof the replica from a cluster spreadin other cluster
managers.Recallthat a cluster manager,besideskeepingareplica of its monitored objects,
hasto sendcopiesof theseobjects to all its peerclusters. Thus,v; = frij jj 2 (Pi[ fig)g
denotesthe set of replicasof cluster ¢.

A replica instance represets the set of replicasstoredin a cluster. A cluster can keep
its original replica and copy replicasfrom other clusters. Thus, s; = fry; ji 2 (P; [ fig)g
denotesthe set of replicaswhich are kept in cluster ¢;.

The set of all information replicated in a managemenh systemcan be denotedthrough
tShe set of all replica views expressedas? v; or the setof all replica instancesexpresseds

i

Si.
i

4.3 Managed Objects Replication

The managedobject replication systembasedon agen clustering consistsof replicating
the valuesof a set of objects of a group of operational agens. The setof objects replicated
of ead cluster, which is called replica, is kept by the cluster managerand also copiedin
its peer clusters.

As the objects of the agert membersof a cluster can have its valueschangedover time,
areplicaonly haveits valuesupdated whenthe cluster managerqueriesoneof theseobjects
and detectsa new value. Thus, the replication systemintroducestwo main requiremerts.
The rst oneis to ensurethat the object values of a replica, i.e. the values copied to
a cluster manager, are consistet with the current values of these objects in the agen
menbers of a cluster. The secondrequiremen is to ensurethat all replica viewsin the
systemat a given time are idertical.

The rst requirement dependson the frequencywith which the valuesof the replicated
objects are changedin the agent menbers. Howeer, it can be con gured, sincethe moni-

toring time interval canbe setup by the administrator for a clusterto query the replicated
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objects. Sincethe main goal of the replication systemis to ensureaccesgo the last in-
formation of network elemerts, the system must include medanismsto guarartee that
the replica views are consisteh. Group servicesemployed to among cluster managerscan
guarartee the secondrequiremen. Thus, whenthe agent menbersor the cluster managers

are faulty, their data is still available elsewhere.

MO's Replication Prop erties

The object replication systemmust obey se\eral propertiesin orderto keepits data consis-
tent. Particularly, the safety and livenesspropertiesareimportant becausehey guarartee
the correct operation of the replication system. In the following, we de ne thoseproperties
in term of clustersand replicas.

We considerthat when a group of clustersis created, every cluster ¢ makesin its
cluster managera replica r; = f(0g;a1;);(0; @1); (015 @2); (025 @); 1505 (Om; &n)g. For ead
pair (o;a) 2 ri, o denotesthe value of an object from agert a, which is both monitored
and replicated in cluster ¢;. Furthermore, the cluster manager of cluster ¢; distributes
copiesof replicar; to the peerclustersof cluster ¢,. Oncereplicar; is storedat the cluster
manager of cluster ¢, any changein the values of the objects detected by the cluster
managerwill result in an update of the replicar;. Hence,the cluster managerof cluster ¢;
must also multicast sud valueschangesto its peerclustersin order to guarartee that all
copiesof replicar; are updated, and thus replica view v; is always kept consister.

Let C= fcy; 6 Cs; i € g be a setof clusters. The replicaskept at the cluster managers

must adhereto the properties below:
Safety Prop erties

Validity 01: if cluster ¢; 2 C keepsa copy of replicar;, i.e. ¢ cortains r;;, then

Validity 02 if cluster ¢ 2 P; and it doesnot receive updateson its copy of replica
ri, then g is faulty.
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Agreement if cluster ¢ 2 P; receives an update value on replica ri; and cluster
¢ 2 P; alsoreceivesan update value on replicariy, then rij = riy.

Validity 01 property statesthat only the peer clusters of a cluster keepa copy of its
replica. Validity 02 property statesthat changeson the local replica of a cluster will be
multicast for all peer clusters sincethey are not faulty. The Agreemei property states
that any update modifying a replica copy deliveredto a peer cluster will evertually be

deliveredto all peerclusters.

Liv eness Prop erty

Termination: if the cluster managerof cluster ¢, doesnot fail, then the objects of its
agert memberswill cortinue to be replicated, as well as copiesof the replicasfrom
other clusterswill be kept by the cluster managerof ¢;.

In orderto ensuresafety and livenesgropertiesto the MO's replication system,evenin
failure situations of cluster managers,group services,sud as reliable multicast and group
menbership, must be supported by the system[65, 66, 67].

In this sectionwe have identi ed and descriked the properties of the agen clustering
architecture for replicating managedobjects. Next, we presen the architecture of agen

clustering basedon the SNMP framework.

4.4 An Agent Clustering Arc hitecture Using SNMP

The Simple Network Managemen Protocol version 3 (SNMPv3) is the Internet standard
managemeht architecture [4], as seenin Chapter 2. Thus, given its popularity worldwide,
we have deployed the SNMPv3 framework in order to de ne the agen clustering architec-
ture for replicating managedobjects.

An SNMPv3 systemis composedof managemen ertities that communicate using the
managemeh protocol. The SNMP architecture de nes a Managemen Information Base
(MIB) asa collection of related managemen objects that are kept at the agens in order

to allow managemenh applications to monitor and cortrol the managedelemenss. SNMP
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ertities have traditionally beencalled managersand agents A managednetwork elemen
cortains an agen, which is a managemen ertity that has accesfo managemen instru-
mertation. Managersare collectionsof user-lewel applications, which provide servicessuth
as performanceealuation, fault diagnosis,and accouring, amongothers. Each manage-
mert systemhas at least one Network Managemen Station (NMS), which runs at least
one managerentity [18].

Distributed network managemen is widely recognizedas a requiremen for dealing
with large, complex, and dynamic networks [6, 43]. The distributed managemen ertities
assumeroles like executing scripts [68], monitoring events [69], scheduling actions [70] or
reporting alarms[71],amongothers. Thus, three-tier architectureshave becomepopular for
distributed management in which mid-level distributed managemen ertities are included
betweenagerts in the bottom level and managersin the top level.

Considering both the SNMP architecture and the distributed network managemen
paradigm mertioned above, the proposedagert clustering architecture expands SNMP
architecture by adding modules that provide functionality for fault tolerance through a
logical way of dividing the network elemens in clustersand replicating managedobjects.

The SNMP agen clustering architecture for replicating managedobjects is structured
in three layers, asshown in Figure 4.1. The three layers are called the managerlayer, the

cluster layer, and the cluster memler layer, respectively, and are descriked below.

The managerlayer is composedby managers,i.e. managemen applications, which

de ne clustersaswell asthe relationship amongcluster managers.

The cluster layer is composedby the managemen ertities playing as cluster mana-
gers. Eadh cluster manageris an ordinary agert that has the task of periodically
monitoring a subsetof managedobjects of its cluster members and replicating those

objects in other cluster managers.

The cluster member layer is composedby all cluster members,i.e. network manage-
mernt enities which have their managedobjects monitored and replicated by a cluster

manager.
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Figure 4.1: The replication architecture.

The architecture allows the usageof di erent comnunication medanismsto replicate
managedobjects amongcluster managers.Furthermore, the architecture doesnot put any
restriction on how the agert groupsareformed, the criteria for grouping a setof ageris into
a cluster depends on the set of monitored objects and the speci ¢ network's monitoring

policy[72,73]. Next, we preser how is the operation amongthe ertities of the architecture.

Using the Clustering Arc hitecture

Figure 4.2shavs an exampleof the operation of the clusteringarchitecture. In this example,
three ager clustersraising a set of 12 agerts are monitored by cluster managersCM1CM2
and CM3The rst cluster manager(CM)L monitors objects of the ageris Ag:, Ag,, Ags and
Ags. The secondcluster manager(CMR monitors objects of the agens Ags, Ags, and Agy;

and the last cluster manager(CMB monitors objects of the agens Ags, Age, AJ10, AQ11,

and Ags».
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Cluster 2

Cluster 1

Cluster 2

Agent Member @ Cluster Manager -= Managed Objects

Figure 4.2: The operation of the clustering architecture.

Figure 4.2 focusesparticularly on the operation of the CM1, and its operation with
other two cluster managers. Thus, CMI1periodically monitors the objects of its agerts,
keepsonecopy of those objects, and next replicatesthem at its two peercluster managers
(CM2and CMB as shawvn by the solid and dotted lines respectively in the gure. At the
sametime, CMWill alsoreceiwe replicated objects from CM2and CM3n which it hasbeen
de ned aspeercluster. Consideringthe passiwe replication approad employed, CM1s the
leaderfor all replicated objects of its agert cluster; the samefunctioning occursin CMand
CM3

Manager

(€))

=

-_—

Cluster 1

Figure 4.3: Querying replicasby the generalmanager
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The architecture allows the managerto have many options to query valuesof manage-
mert objects from a given agent. Taking into accoun the example architecture de ned
above, Figure 4.3 illustrates the alternatives that the managercan executein order to
guery object valuesmonitored by the cluster managerCM1In the example,it is assumed
that all cluster managerscortain replicas of the objects monitored by all clusters. First,
the managercan make a query to CM1(1) in the gure. If the query is not successfulj.e.
no reply arrives(2), the managerstill hasthe option to obtain that information through
the peer clusters. The managerthen can make a query to CM2and obtain the replicated
objects from CM13 and 4).

We have described, through of this sceneryexample,the operation of the architecture

and have shown its capacity to deal with faulty network elemetts.

4.5 Conclusion

In this chapter, we introducedan architecture basedon agen clustering for supporting the
replication of managedobjects. The architecture took into accourt fundamenal charac-
teristics for currert distributed systemssud asthe exibilit y and scalability requiremerts.

The architecture describesthe structure of the construction of logical clusters,the com-
munication primitiv es,which allows the cluster operation, and how the relationship among
clusters occurs. Furthermore, the seeral collections of data replicated by managemen
ertities were speci ed. Particularly, we de ned as replica the collection of objects both
monitored and replicated by a cluster manager. Copiesof a replica spreadin other clusters
of a managemenh systemare de ned asreplica view, and copiesof replicaskept in a cluster
are de ned asreplica instance. Group servicesmust guarartee the consistencyamongthe
copiesof areplica. Hence,we introducedthe safely and livenesgropertiesthat ensurethe
correct operation of the replication system.

Finally, we descriked a three-layer agen cluster architecture taking into accour the
SNMP framework, where the upper layer correspnds to the manager application that

de nes managemen clustersand their relationships, and the middle layer correspndsto
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managemeh entities called cluster managers,which monitor a given set of agens.



Chapter 5

An SNMP Framew ork for Ob ject

Replication in Agent Clusters

In this chapter, we describe the SNMP agen clustering framework speci ed as a MIB.

This framework intro ducesthe managemenhobjects de ned for supporting managedobject
replication basedon the clustering architecture. Section5.1 preserts the MIB that de nes
the framework. Section5.2 descriteshow to de ne SNMP managemen clustersand their
relationships. Section5.3 preselts the valuesrequiredto make traditional SNMP agents in
cluster managers. Section 5.4 descrikesthe parametersthat de ne a subsetof replicated
objects in a given cluster. Section5.5 describesthe parametersrequiredto de ne the peer
clusters of a given cluster. Section5.6 describes how valuesof the replicated objects are

kept.

5.1 The MIB for Replicating MO's

In this section, we preseh an SNMP ager clustering framework that supports passive
replication of managemen objects. The framework is de ned asa MIB called Replic-MIB
which allows the de nition and usageof managemen clusters, as well as the replication

operation among clusters. The MIB is divided in two groups: clusterDefinition and
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clusterReplica , asshown in Figure 5.1 and descriled in the following.

Throughout this chapter, we will often referto a managerapplication only asmanager
and a cluster of agerts only ascluster. Furthermore, it is important to keepin mind that
a cluster manageris an agert which plays a managerrole from a cluster of agerts in order

to replicate managedobjects.

[ replicObjects |

—| clusterDefinition |
clusterTable |
memberTable |

repObjectTable |

peerTable

L clusterReplication |
|—| replicaTable |

Figure 5.1: Replic-MIB: basicstructure.

The clusterDefinition group consistsof four tables: clusterTable , memberTablg
repObjectTable , and peerTable. Thosetables are deployed at managemen application
and agens in order to de ne and build agen clusters (clusters). Table clusterTable
contains the whole de nition of all clusters,and it is kept only at the manager. Entries of
table clusterTable de ning a clusterinclude the de nition of its cluster members (agers
to be monitored), the speci cation of managedobjectsto be replicated, and the de nition
of peerclusters. In this way, the administrator can automatically to build an given cluster
from a manager.

TablesmemberTablerepObjectTable , and peerTable are built by the managerinto
the agens de ned as cluster managers. Table memberTablecontains information that
speci es eah menber in the cluster. Table repObjectTable cortains the de nition of
eath managemenh object to be replicated. Table peerTable de nes the cluster managers
that play as peer clusterskeepingcopiesof the replicated managemen objects.

The clusterReplication  group consistsof a single core table called replicaTable .

This table is automatically built into the cluster managers,and keepsreplicated managed
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objects from eat agert menber of a given cluster aswell asfrom other clustersde ned as
its peerclusters. The description of the main portions of the MIB framework is given next.
An exampleof the framework usageis given together with the description of componerts.

The completeMIB designis givenin Appendix A.

5.2 Management Clusters

An SNMP manager application allows the de nition of all ager clusters, their mem-
bers, and the managedobjects to be replicated. The Figure 5.2 shows the elds of table
clusterTable usedfor de ning and keepingall information requiredto createeadt agen

cluster.

[clusterTable |
|—| clusterEntry |
— clusterindex |
— clusterAddressType |
— clusterAddress |

— clusterMemberType |
— clusterMember |

— clusterInstancelndex |
— clusterRepClusterID |
— clusterName |
—|clusterDescr |

— clusterStatus |

Figure 5.2: The cluster de nition table.

Eadh entry of table clusterTable de nes the following managemenh objects:

clusterindexiderti es an ertry of table clusterTable .

clusterID:identi es a cluster.
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clusterAddresspe: descrikes the type of addressin clusterAddress For example,
IPv4 or IPV6.

clusterAddressidenti es the cluster manager,i.e. the SNMP ertity that monitors a

set of agernts.

clusterMembrType: de nes the type of addressof ead member of a given cluster

(clusterMembr). For example,IPv4 or IPv6.
clusterMembr: de nes the addressof ead member of a given cluster.

clusterOIDde nesthe instanceOID (the ASN.1object iderti er) of amanagedobject

which is replicated.

clusterinstancelndexde nes the instance index of a managedobject which is repli-

cated.

clusterRepClusterIfRepCID) keepsthe iderti er of the peerclusters.
clusterNamekeepsinformation about the administrator responsiblefor the cluster.
clusterDescrdescrikesthe purposeof the cluster.

clusterStatus:indicates the status of the cluster.

Next, an exampleof table clusterTable is giventogether with its description.

The Framew ork Usage: A clusterT able Example

Table 5.1 illustrates the complete clusterTable example of an SNMP managemen
systemthat de nes two clusterswhosecluster managersare idernti ed asC; and C;. The
type of addressin ead cluster manageris ipv4(1), and their IP addressesre 10.0:0:1 and

10:0:0:2, respectively.
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Index | ID | Address| Address| Member | Mem- OID | Instance| Rep | Name Descr Status
Type Type ber Index | CID
1| Ci| ipv4(1) | 10.0.0.1| ipv4(1) | Mbl | ifinOctets 1 Cj | John | example| active(1)
2| Ci| ipv4(1) | 10.0.0.1| ipv4(1) | Mbl | ifinOctets 2 Cj | John | example| active(1)
3| Ci| ipv4(1) | 10.0.0.1| ipv4(1) | Mb2 | ifinOctets 1 Cj | John | example| active(1)
4 | Ci| ipv4(1l) | 10.0.0.1| ipv4(1) | Mb2 | ifinOctets 2 Cj | John | example| active(1)
5| Cj| ipv4(1l) | 10.0.0.2| ipv4(1) | Mb3 | ifinOctets 1 Ci | John | example| active(1)
6| Cj| ipv4(1) | 10.0.0.2| ipv4(l) | Mb4 | ifiInOctets 1 Ci | John | example| active(1)

Table 5.1: An examplecluster table asde ned at the managerapplication level.

The cluster monitored by cluster managerC; cortains two agert menbers iderti ed
(labelled)asM bl and M k2 in the table in placeof their IP addresses]10.0:0:3 and 10:0:0:4,
respectively. The type of addressin M bl and M 2 is ipv4(1). C; monitors the instance
indexesl1 and 2 of the if 1 nOctets OID from all menbers of its cluster (M bl and M 2).
Those managedobjects are kept replicated in C; and in C;, which is de ned asits peer
cluster.

The cluster monitored by cluster managerC; cortains two agernt menbers iderti ed
(labelled) asM b3 and M b4 in the table in placeof their IP addresses]0.0:0:5 and 10:0:0:6,
respectively. The type of addressin M b3 and M 4 is ipv4(1). C; monitors instanceindex
1 of the if I nOctets OID from all menbers of its cluster (M b3 and M b4). This managed
object is kept replicated in C; and in C;, which is de ned asits peercluster.

The administrator responsible for de ning ead agen cluster is known as John. The
purposein de ning two clustersis to descrite a cluster table example. The status of eah
table ertry is active(1), i.e. all information is complete.

The managemenhobject examplede ned to bereplicated,ifinOctet , keepsthe number
of octets that has arrived through a given network interface [18]. It is de ned in MIB-2

(seeChapter 2). In fact, C; aswell asC; could be monitoring di erent managedobject.
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5.3 Cluster Mem bers

A cluster manageris an ager that has the task of monitoring a subsetof managedob-
jects of a collection of agerts, and replicating this selectedobjects in peer clusters. Each
agert monitored by a given cluster manageris consideredas a cluster memnber. A table
called memberTablds usedto de ne and keepcluster memnber information. This table is

illustrated in Figure 5.3.

[memberTable |

memberEntry |

cmindex
— cmAddressType |

Figure 5.3: The cluster menber table.

Ead ertry of table memberTablede nes the following managemen objects:

cmindex:identi es an ertry of table memberTable

cmAddressyipe: de nes the type of the addressof ead agert memnber of the cluster
(cmAddress

cmAddressde nes the cluster menber address.
cmSecurig: de nes the security medanism usedfor accessingan agernt member.

cmStatus:de nes the status of an agernt member.

Next, an exampleof table memberTablas given together with its description.

The Framew ork Usage: A memberT able Example
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Table 5.2illustrates the completememberTableexamplekept in the cluster managerC;.
This cluster managerde nestwo agert menbers(M bl and M k2), which have IP addresses
10:0:0:3 and 10:0:0:4, respectively. The type of addressin M bl and M 2 is ipv4(1). Fur-
thermore, ead agent menber employs community asthe security medanism. The status

of eat agert menber in the clusteris active(1), i.e. currently they are monitored by C;.

Index | AddressType Address Securiy Status
1 ipv4(1) | 10.0.0.3(Mb1) | community | active(1)
2 ipv4(1) | 10.0.0.4(Mb2) | communily | active(1)

Table 5.2: An examplemenber table in cluster C;.

The cluster managerC; alsokeepsa table memberTablede ning its cluster menbers.

5.4 Replicated Objects

Besidesspecifying the menbers of a cluster, it is also necessaryto de ne which objects
are replicated in the cluster manager. Table repObjectTable , illustrated in Figure 5.4, is

usedto determinewhich objects are replicated in a given cluster.

[repObjectTable |
|—| repObjectEntry |
rolndex
roOID
— rolnstancelndex |

roStatus

Figure 5.4: The replicated object table.

Ead entry of table repObjectTable de nes the following managemen objects:

rolndex:identi es an ertry of table repObjectTable .
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roOID: cortains an instance OID of a managedobject.
rolnstancelndexcortains an instanceindex of a managedobject.

rolnterval: de nes the time frequencyon which the managedobject is monitored and

replicated.
roState: determineswhether the managedobject is replicated in the cluster.

roStatus: indicates whether the ertry information is complete.

Next, an exampleof table repObjectTable is given together with its description.

The Framew ork Usage: A repOb jectT able Example

Table 5.3 illustrates the completerepObjectTable examplekept in the cluster manager
Ci. This cluster managerspeci es two managedobjects: if 1 nOctets:1 and if 1 nOctets:2.
Those managedobjects must be monitored and next replicated at a time interval of 2
seconds. The state of eady managedobject is active(l), i.e. the C; is monitoring and
keepingreplicasof eady managedobject. The statusin ead ertry of table is active(l), i.e.

all information is complete.

Index OID | Instancelndex Interval State Status
1 | ifinOctets 1 | 2 seconds| active(l) | active(1)
2 | ifinOctets 2 | 2 seconds| active(1) | active(1)

Table 5.3: An examplereplicated object table in cluster C;.

The cluster managerC; alsokeepsa table repObjectTable specifying managedobjects

to be replicated.
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5.5 Peer Clusters

Besidesmonitoring managedobjects of cluster menbers, eat cluster managerhasthe task
of replicating these objects in other cluster managersde ned as its peer clusters. Table
peerTable, illustrated in Figure 5.5, is usedto de ne peerclustersthat maintain replicas
of the managedobjects monitored by a given cluster. An important characteristic of a
cluster manageris its ability of keepingreplicas of managedobjects replicated by other
cluster managers.

peerTable

peerEntry

— pcAddressType |

Figure 5.5: The peercluster table.

Eadh entry of table peerTable de nes the following managemen objects:

pcindex:identi es an ertry of table peerTable.
pcAddressype: descrikesthe type of addressin pcAddress
pcAddressidenti es the cluster manageraddressin order to play a peer cluster.

pcROTIndex: indicates the index of an object at the replicated object table. This

object is replicated in the peercluster.

pcStatus: indicates whether the peer cluster ertry is complete.

Next, an exampleof table peerTable is given together with its description.

The Framew ork Usage: A peerTable Example
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Table 5.4 illustrates the complete peerTable examplekept in the cluster managerC;.
This cluster managerde nes C; asits peercluster. The addresstype of C; is ipv4(1). The
index of the managedobjects de ned in repObjectTable and replicatedin C; are 1 and 2,

respectively. The statusin ead ertry of table is active(1), i.e. all information is complete.

Index | AddressType Address| ROTIndex Status
1 ipv4(1) | 10.0.0.2(Cj) 1 | active(1)
2 ipv4(1) | 10.0.0.2(Cj) 2 | active(1)

Table 5.4: An examplepeertable in cluster C;.

The cluster managerC; alsokeepsa table peerTable de ning its peerclusters.

5.6 Keeping and Accessing Replicated Ob jects

In order to allow SNMP clustersto keepreplicated objects sothat the SNMP managers
can accesshrough any peer cluster, table replicaTable is de ned, as shavn in Figure
5.6. This table keepsthe valuesof the replicated objects of all cluster members from a

local cluster aswell as from the peerclusters.

[replicaTable |
|—| replicaEntry |

— repPeerType |

— repMemberType |

— repInstancelndex |
—repValueType |
— repTimeStamp |

repStatus

Figure 5.6: The cluster replica table.
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Eadh entry of table replicaTable de nes the following managemenh objects:
replndex:iderti es an ertry of table relicaTable
repReerType: keepsthe type of addressin repReet

repReer: keepsthe addressof the local cluster manageror the peercluster from which

replicasare obtained.
repMemlerType: keepsthe type of addressof a given cluster menber.

repMemler: keepsthe addressof an agent menber, i.e. cluster member, from which

replicasare obtained.

repOID:de nes an instance OID of a replicated managedobject.
replnstancelndexde nes an instanceindex of a replicated managedobject.
rep\alue: de nes the value of an instanceof a replicated object.
rep\alueType: de nes the data type of an instance of a replicated object.

repTimeStamp:cortains the time elapsedsincea value of an instanceof a replicated

object was last updated.

repStatus:indicates whether the replica ertry is complete.

Next, an exampleof table replicatTable is given together with its description.

The Framew ork Usage: A replicaT able Example

After the administrator activatesthe clusters,ead cluster managerstarts to monitor the
speci ed managedobjects of all cluster members. For ead managedobject, atime interval
is speci ed in order to determinethe frequencyin which the cluster managermonitors the
object. At ead time interval of an object, the clustermanagerpolls all clustermenbersand

cheds whether the object valueshave beenupdated sincethe previousinterval. The new
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valuesarethen updated in table replicaTable . Next, thoseobject valuesare replicated at
all clustersde ned aspeerclustersthat will keepthe replicated object valuesin their table
replicaTable . Thus, eat replicaTable maintains a replica of the objects monitored by
the local cluster and keepsreplicas of the peer clusters. It is important to mertion that
the time interval must be carefully chosento allow objects at the clustersand peersto be
consisten, and avoid a high impact on network performance.

Continuing the example of the framework usage, Table 5.5 illustrates the complete
In the sameway, the cluster

replicaTable example kept at the cluster manager C;.

manager C; also keepsa table replicaTable . Table replicaTable is indexed by the

tuple (repindex,repPeer,repMem ber), and is under subtree clusterReplication , as
shown in Figure 5.1.
Index Peer | Peer | Member | Mem- OID | Inst. | Value Value | TimeStamp Status
Type Type ber Index Type
1| ipv4(1) Ci| ipv4(1) | Mbl | ifinOctets 1 124 | counter32(4)| 0:00:35.24| active(1)
2 | ipv4(1) Ci| ipv4(1) | Mb1l | ifinOctets 2 145 | counter32(4)| 0:00:36.83| active(1)
3 | ipv4(1) Ci| ipv4(1) | Mb2 | iflnOctets 1 120 | counter32(4)| 0:00:37.89| active(1)
4 | ipv4(1) Ci| ipv4(1) | Mb2 | ifinOctets 2 123 | counter32(4)| 0:00:38.89| active(1)
5 | ipv4(1) Cj| ipv4(l) | Mb3 | ifinOctets 1 200 | counter32(4)| 0:00:32.17| active(1)
6 | ipv4(1) Cj | ipv4(l) | Mb4 | iflnOctets 1 300 | counter32(4)| 0:00:33.77| active(1)

Table 5.5: An examplereplicatable in cluster Ci.

Continuing the exampleabove, now considerthat agent M bl has crashed. The mana-

ger then can query a cluster manager(CN!in order to obtain the crashedagert's objects.

Thus, snmpgetcommandsmay be employed to accessnstancesof objects ifinOctets

menber M bl of cluster Ci's from any peercluster CM

snmpget agent=<CM>object=<clusterReplicatio

snmpget agent=<CM>object=<clusterReplicatio

of

n>.<Ci>.<MbpL>.<ifIn Octets>.<1>

n>.<Ci>.<Mbhl>.<ifIn Octets>.<2>
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These commandsare received by cluster manager CM which can be either Ci or Cj,
becauseobjects are replicated in both clusters. No matter which cluster is the cluster

manager(CN| the responsereceiwed is as shavn below.

124
145

response: object=clusterReplication. Ci.Mb1.i fin Octets.1

response: object=clusterReplication. Ci.Mb1.i fln Octets.2

This versionof the SNMP agert clusteringframework wasdocumerted into an Internet-
Draft, and publishedasa Draft documern of the Distributed Managemen (DisMan) work-
ing group of the Internet EngineeringTask Force (IETF). We presen an overview of the

stepsrequiredto publish an RFC documert at the IETF in Appendix A.

5.7 Conclusion

In this chapter, we preseted the SNMP framework for object replication basedon agert
clusters. The Replic-MIB allows the de nition and usageof clusters,aswell asthe replica-
tion operation amongclusters. The MIB is divided in two groups. The clusterDefinition
group consistsof tables where are con gured agens menbers, set of replicated objects,
and the peerclustersof the clusters. The clusterReplica group consistsof onetable that
keepsreplicated objects of the clustersand from their peerclusters.

Along with the description of managemen clusters and cluster menbers, replicated
objects and peerclusters,an exampleof the framework usagewas detailed. In additon, we
detailed which information about replicated objects is kept in the clusters,and how it can
be accessedn order to determinethe sourceof replicated objects.

Although the SNMP agen clustering framework is complete, other managedobjects
must be included over time sincethe menbers of the DisMan working group as well as
other IETF working groupsmust submit new suggestionand commers to the framework.
Somesuggestionsubmitted in the IETF meetingsare mertioned in Section7.3 wherewe
discussfuture work. In the next chapter, we presen a fault network managemen tool

built basedon the proposedSNMP framework



Chapter 6

An SNMP Tool Based on Agent

Clustering

This chapter describes a fault managemen tool built basedon the SNMP agen cluster-
ing framework. The tool allows the accesgo replicated objects of crashedor unreadable
agerts on a network. Section6.1introducesthe tool model that wasimplemenrted, and de-
scribesthe internal structure of the cluster managerand mclustercomponerts. The cluster
managercomponenrt is an SNMP agen expandedfor supporting the cluster and replica-
tion service. The mcluster componert is an Ensenble application that provides a reliable
commnunication serviceamong cluster managers. Furthermore, this section descritesthe
proceduresfor running the tool and its assumptions. Section 6.2 preserts an evaluation
of the tool that consistsof a study of resourceconsumption, a performanceanalysis,and
a brief study of the availability of the tool. In Section6.3, an application exampleshovs

how the tool can help to determinethe occurrenceof TCP SYN-Flooding attacks.

6.1 System Mo del

A fault managemen tool basedon the SNMP agert clustering framework was built us-

ing the public-domain NET-SNMP padage[22] and the Ensenble group comnunication
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toolkit [21]. The tool allows the creation of SNMP agert clustersthat support the repli-
cation of selectedobjects. A cluster monitors a set of objects of a group of agens through
its cluster manager. Moreover, the tool enablesthe creation and the destruction of clusters
at any time.

The system is based on cooperating groups of SNMP agens de ned over a group
comnunication tool. Each groupis a collectionof SNMP agerts acting ascluster managers
that commnunicate using a reliable multicast service. The group comnunication tool is

located betweenthe SNMP ertity and the UDP protocol, as depictedin Figure 6.1.

SNMP

(uwop ) (uop ) UDP

( GROUP TOOL j [ GROUP TOOL j GROUP TOOL
Cowe ) (Cowe )

Figure 6.1: SNMP agerts interact with a group comnunication tool.

In the literature, there is a number of group commnunication systems,and we have used
the Ensenble group communication for many reasons.Ensenble is a public-domain padk-
age and has beenemployed for building di erent dependablesystems[74, 75. Ensenble
supports a fail-stop, syndironous model. Furthermore, it provides a high level of exibil-
ity through the dynamic composition of the protocol layers for building applications, and
provides high performancedue to low comnunication latency [21]. Moreover, accordingto
Ken Birman, Ensenble Project Director, Ensenble allows the addition of other kinds of
failure detectorsand may be usedto implemert Byzanine Agreemei Protocols.

An Ensenble application called mcluster wasbuilt for supporting the reliable multicast
capability to SNMP agen clusters. The mcluster application provides ordered channels
among all peer clusters, and alsoimplemerts a group membership servicethat allows all

clustersto detect failuresin their peer cluster managers.Particularly, Ensenble provides
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an application called gossip which simulates low-bandwidth broadcastfor systemsthat
do not have IP multicast, but it also enablesthe dewlopmen of systemsbasedon IP
multicast.

Taking into accoun the SNMP framework seenin Chapter 5, a cluster managermust
include tables memlerTable repObjecthble peerTable and replica®ble Thus, when a
cluster is activated, it automatically monitors the selectedobjects and replicates them
throughout the peer clusters. The technique of passie replication is emplojed among
cluster managers henceead cluster manageris the leaderfor the replicated objects of its
agert menbers.

A cluster manager, besidesmonitoring the collection of objects of a group of ageris,
receivesand handlesmessagesvith replicated objects that arrive from other cluster man-
agers. For that, modules were added in order to parse eadqy messageand update the
replicated objects, as descriked in the next section. Moreover, a cluster managercan be
accessedising SNMP operations like any typical SNMP agen. Hence,the tool enables
any peerclustersto be queriedin order to obtain the replicated objects of an agen that
belongsto a given cluster. Next, we descrike the internal structure of a cluster manager,

and the mcluster group application.

6.1.1 Cluster Manager Structure

The structure of the SNMP agent was expandedwith the inclusion of new modules that
provide the cluster and replication services.Hence,this agert can play the role of cluster
manager. The internal structure of a cluster manageris divided in four modules: agent
thread scheluler, monitoring threads and replica manager as shovn in Figure 6.2. A
cluster managerplays a dual role, being both a typical SNMP agert and an entity that
managesobject replication.

The agentmodule performsthe sameoperation of a commonagen, keepingmanage-
mert information stored at a local Managemen Information Base(MIB).

The thread scheluler module cortrols the time period in which monitoring and repli-
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cation occurs. Indeed, at ead second,it examineswhich objects must be monitored and

triggers monitoring threadsto executethe task.
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Figure 6.2: Cluster managerarchitecture.

The monitoring threads module can be seenas instancesof query, storageand replica-
tion proceduressinceead monitoring thread polls a given replicated object in the agen
members when actived by the sdeduler module, (1) in the gure. Next, the value of the
object is stored at the local MIB (2), and one copy is delivered to the mcluster in or-
der to be replicated in the peerclusters(3). A monitoring thread repeats these stepsfor
eah agert menber. An snmpgetoperation executedby the cluster managerenablesthe
monitoring threadsto poll the speci ed objects.

The replica managermodule receives and chedks the values of the replicated objects
that arrive from other cluster managersthrough the mcluster group application (4). These

valuesare replicated at the local MIB.

6.1.2 mcluster Structure

The mcluster application supports the comrmunication among cluster managers,ensuring

an orderedand reliable comrunication. The mcluster structure is composedby somede-
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fault Ensenble properties[21,76], sud asmemnbership (Gmp), group view syndironization
(Sync), protocol switching (Switch), fragmenation-reassenbly (Frag), failure detection
(Suspect), and ow cortrol (Flow), asshavn in Figure 6.3. In fact, Ensenble translates

those propertiesin a protocol stadk during the compilation of the mcluster application.
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Figure 6.3: mcluster architecture.

As gure 6.3 shaws, the SNMP cluster managerdelivers to the mcluster application
messagesvith objects to be replicated (1). The mcluster then multicasts these messages
to other SNMP cluster managersby Ensenble (2). At the sametime, the mcluster can
alsoreceive messagesert by other mclusters(3). Messageshat arrive are examinedand
next deliveredto the SNMP cluster manager(4).

The Ensenble propertiesspeci ed in the mclusterapplication ensurethat the replicated
objects are sernt to fault-free cluster managers. Particularly, the memnbership property
(Gmp) enablesthe mcluster to know which peer clusters are operational. The Ensenble
padagecurrertly providesabout 50 propertiesalsocalledasprotocol layers[21,77]. Some
of them are listed in Table 6.1. A full description of the Ensenble properties is found in
[21].
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Property

D escription

Agree

agreed(safe) delivery

Auth

authentication

Causal

causallyorderedbroadcast

Cltsvr

client-servermanagement

Debug

addsdebugginglayers

Evs

extendedvirtual synchrony

Flow

o w control

Frag

fragmentation-reassembly

Gmp

Groupmemtlershipproperties

Heal

partition healing

Migrate

processmigration

Privacy

encryptionof applicationdata

Reley

support for rekeyingthe group

Scale

scalabiliy

Suspect

failure detection

Switch

protocol switching

Sync

group view synchronization

Total

totally orderedbroadcast

Xfer

state transfer

Table 6.1: Properties supported by Ensenble.

6.1.3 Running the Tool

The SNMP fault managemen tool built basedon the ager clustering architecture runs

on Unix ernvironment. The replication MIB, Replic-MIB, is implemerted under the en-

terprisessubtree, which is under the internetsubtree, being referredasiso.ag.dad.internet.

private.enterpses.replicMIBand translated as.1.3.6.1.4.1.2026

Although Replic-MIB de nestwo compliancemodulesfor designingreplication systems,

asshawvn in Appendix A, the tool only implemerts the simple module, which requiresthe

minimal setof objectsand doesnot demandobjectsin the managerevel. Hence the cluster

de nition is neither dynamically nor automatically provided by the managerapplication.
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In fact, the cluster con guration, i.e. de nition of agert members, replicated objects, and

peer clusters,is made manually through con guration les addedto a cluster manager.

Configuration Files Fields

< devicename> .ClusterMemlers.conf | Index,Ip_Address,Port, Securiy, Status

< devicename> .ReplicatedObjects.conf Index, Oid, Oid_Index, Interval, State, Status

< devicename> .PeerCluster.conf Index, Ip_Address,Rotindex, Status

Table 6.2: Con guration les usedfor de ning a cluster.

The namesof the con guration les of a cluster take into accourt the name of the net-

work elemen that will be a cluster manager,beingnamedas < devicename> .ClusterMem
bers.conf< devicename> .ReplicatedObjects.cordnd < devicename> .PeerCluster.confThe
<devicename> .ClusterMembrs.confle de nesthe agernt memnbers,the <devicename> .Re-
plicatedObjects.conte de nes the objects to be replicated, and the < devicename> .Peer-
Cluster.confle de nes the peer clusterswherethe managedobjects are replicated. Table
6.2 shows the parametersto be con gured at ead le. Thus, when a cluster manageris
started, it readsthese les and builds the menberTable, repObjectTable, and peerTable
tables, respectively.

The following proceduresare neededfor running the fault managementool. First, the
mcluster application must be started in all network elemens where SNMP agerts will be
cluster managers. The mcluster applications will support the communication among the

cluster managers.

% mcluster&

Second,eah SNMRagent that will act ascluster managermust be started like an ordi-
nary SNMP ager, asshowvn below. Sud ageris must have implementied the Replic-MIB

in order to be activated as cluster managers.
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% snmpl -p < port>

Once SNMP ageris are running as cluster managers,it is possibleto issuea query
to them using SNMP operations like snmpgetor snmpwalk Parametersto executethese

operations are showvn below.

% snmpgetor snmpvalk -p <port> <destinationhost> < securiy> <oid>

A full example of the operation of the fault managemen tool is given in Appendix
B. The examplepresens proceduresand parametersneededto con gure clustersand to
accesghe replicated objects. Next, we descrile an extensiwe evaluation of the tool carried

out at a local areanetwork.

6.2 Evaluation of the Tool

This sectionpreserts an ewvaluation of the SNMP monitoring tool running on a local area
network. The evaluation includesa study of resourceconsumption,a performanceanalysis,
and an availability analysis[78, 79, 80, 81]. The study of resourceconsumptionestimates
the network resourcesieededto guararteethat the monitoring tool can provide replication
of managedobjects [82]. The performanceanalysis presens the operation of a cluster
managerby monitoring given setsof objects, the performanceof the mcluster application
by exdianging messageamong cluster managers,and the impact of the number of peer
clustersof a cluster [83]. The availability analysisshavs the operation of cluster managers
when peerclustersfail. In particular, this last analysisconsidersonly the behavior of the

mcluster application.

6.2.1 Impact on Network Resources

This subsectionpresertts the evaluation of both spaceand comnunication costsimposed

by the SNMP monitoring tool basedon the agert clustering architecture.



6.2. Evaluation of the Tool 74

6.2.1.1 Space Cost

The amourt of memory requiredto keepobjects replicated must be taken into accourt in
the momert of setting up replication clusters. Depending on the kind of network [84)], sudh
aswirelesssensometworks, memory spaceis still a scarceresource[85] and the useof data
replication may be not simple or adequate.

The monitoring tool enablescluster managersto keepa table with replicated objects.
In fact, eat row of this table keepsdata about a given replicated object as well as other
information sud asits sourceand the cluster managerthat sen the replicated data. In
this sensea row cortains numerous elds and requiresthe allocation of a xed amourt of

memory, asillustrated in Figure 6.4.

Bytes 4 4 4 20 4 20 576 4 255 4 8 4

Count | Index | PeerType | Peer | MemberType | Member | OID Instance | Value | ValueType| TimeStamp| Status

Figure 6.4: A ReplicaTable row.

The gure showsthat the OID (Object Identi er) eld, which keepsthe iderti er of an
object, is responsible for the largest part of the memory allocated for a row. An SNMP
OID contain up to 128labels,and ead label occupies4 bytesin the tool, then the OID eld
may occupy 576bytesin the worst case.In particular, the format and the amourt of bytes
requiredto storethe OID of an object have concernedhe Internet commnunity, and se\eral
studieshave beendone[86, 87]. The Peerand Memkber elds, which keepthe addresse®f
a cluster and of a cluster member, occupy 20 bytes sincethe useof IPv6 addressess also
considered.The description of other elds is givenin the previouschapter.

The amourt of memory required by an agen in order to be cluster manageror peer
cluster can be estimatedby taking into accoun the spaceallocatedto arow, i.e. 907 bytes
or 0.8857Kbytes of RAM memory Table 6.3 shows the spacethat a cluster managermay
occupy by keepingreplicated objects. The estimated number of objects monitored by an
agern variesfrom 1 to 100 objects. The estimated number of monitored agens is 1, 2, 4,

8, and 16 agerts. Other numbers of monitored objects and ageris can easily be deduced
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using this table.

No. of | Memay Quantity (Kbytes) X No. of Agents
Objects| 1 Ag ‘ 2 Ags ‘ 4 Ags ‘ 8 Ags ‘ 16 Ags
1| 0.88 1.77 3.54 7.08 14.17

5| 4.42 8.85| 17.71| 35.42 70.85

10| 8.85| 17.71| 35.42| 70.85 141.71

15| 13.28| 26.57| 53.14| 106.28 212.56

20| 17.71| 35.42| 70.85| 141.71 283.42

30| 26.57| 53.14| 106.28| 212.56 425.13

40 | 35.42| 70.85| 141.71| 283.42 566.84
100 | 88.57| 177.14| 354.28| 708.56| 1,417.12

Table 6.3: Spaceallocated by one cluster to keepreplicated objects.

Thus, for example,a replication serviceof managedobjects that createstwo clustersto
monitor 15 objects of 8 ageris and replicate ead other will require 212.56Kbytes in eah
cluster manager. Each cluster managerwill require 106.28Kbytes to keeptheir replicated
objects and more 106.28Kbytes to keepthe objects sert by the other cluster manager.
Hence, using the memory spacecost of a row, we can determine the spacerequired for

di erent cluster con gurations in order to run a replication service.

6.2.1.2 Comm unication Cost

The comrmrunication costto keepthe object replication servicecomprisesof two parts. The
rst part comesfrom periodic queriesto the objects of the agert menbers of a cluster.
The secondpart comesfrom the replication of those objects in the peer clusters. In this
sensethe computation of the bandwidth required for a cluster can be basedon de ning
the monitaing cost and replicationcost In the following, we presen the time intervals

applied to de ne those metrics.

monitoring interval: the time interval in which a cluster managerperiodically polls
all its agent menbersto updateits replica. This interval is denotedas ,. The NET-

SNMP padkage particularly establishesthat the timeout to receiwe the response of
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a query try is one secondand that up to v e retries can be doneto eaty SNMP
guery. Hence,a managerapplication actually assumesthat an SNMP query was
not successfubnly after the rst query try and all query retries have beencarried
out, which cantake together up to sewen seconds.Thus, in order to avoid that two
or more SNMP queriesto an object happen at sametime, we advise a monitoring

interval of at least 10 seconds

guerytime: the time actually spert to monitor all objects inside a monitoring time.

This time is denotedas q, being m-

replication time: the time spert to multicast the replicated objects of a cluster to its

peerclusters. This time is denotedas .

Oncewe de ned the monitoring time and the replication time, we can de ne the moni-
toring costand the replication cost. For simplicity, we considerthat as 4 as , areequal
to the time interval of a query successfulon the rst try, i.e. a query only spendsone
second. Furthermore, we assumethat in caseof a query failure, a new retry implies in

extra monitoring cost. We canthus state the monitoring costand replication costasfollows:

Let M; denotethe bandwidth required by cluster managerof cluster ¢; to monitor all

its replicated objects. Hence,the monitoring cost of cluster ¢, is expresseds:
|

M, = No. of queries messa_gesizeofaquery operation. No. of agerts  (6.1)
query time ( )

The messagesize of a query operation ( 1500bytes) is the default size of an SNMP
message[39the number of queriesis the amourt of monitored objects, and the query time

is the time required to monitor all objects.

Let R; denotethe required bandwidth to multicast the objects replicated of cluster ¢;
in the peerclusters. Hence,the replication cost of cluster ¢; is expresseds:

No. of multicast messages multicast messagesize

Ri = - . -
replication time ( ,)

(6.2)
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The size of a multicast messagdan the monitoring tool is 1600 bytes, the number of
multicast messageslependson the frequencyin which objects are periodically monitored
and how many objects werein fact updated, and the replication time is the time spernt to
multicast updated objects to peer cluster managers.

In this way, the bandwidth required to keepand also replicate the monitored objects
of a cluster ¢ can be expressedas B; = M; + R;. Hence,the computation of the extra
minimum bandwidth required by the monitoring tool to support the object replication

servicecan be expresseds:

Bi, wheren = number of clusters.
i=1

Consideringthe con guration of the replication servicepreviously descriked, two clus-
ters that monitor 15 objects of 8 agents, and assumingthat as 4 as , spendonesecond,
the estimate of the monitoring cost is 180 Kbytes per second,and the replication cost,
assumingthat all object are updated, is 192 Kbytes per second. Hence, the estimated
bandwidth for eat cluster is 372 Kbytes per second. Sud value is in practice lower be-
causenot all objects are updated at eat query period. Table 6.4 shovs how the values

were calculated.

H Cost of a Cluster ‘ Bandwidth H

M; | 15x 1500x 8 | 180KBps
Ri | (15x 8) x 1600 | 192 KBps

Table 6.4: Calculation of estimated bandwidth for a cluster.

6.2.2 Performance Analysis

This section presens a performance analysis of the monitoring tool. First, we de ne
some sets of replicated objects composed by managedobjects found in many network
managemeh systems. Next, we examinethe update frequencyof sud objects in order to
determine which time interval is adequateto monitor and replicate those objects. Last,
the impact of the replication of objects amongcluster managersis shavn by analyzingthe

performanceof the mcluster application.
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6.2.2.1 Sets of Objects Evaluated

The de nition of a meaningfulcollection of objectsthat canbe found in any sort of network
is atask very hard. In the sameway, it is a challengefor a network administrator to predict
which information of a network elemen should be presened in casethis elemen becomes
faulty. We choosethree groupsof objects from the MIB-2, which is the standard TCP/IP
protocol's MIB, in order to exemplify the behavior of managedobjects in a network. IP,
TCP and UDP groups,seenin Section2.2.2,de ne managedobjects that hold information
about the operational state of the correspnding protocols running in a network elemen
and are fundamenal to monitor the network behavior. In the following, we show the sets
of selectedobjects of ead group.

The rst set comprisesl4 IP objects speci ed in Table 6.5. The secondset comprises
9 TCP objects speci ed in Table 6.6. The last set comprises4 UDP objects speci ed in
Table 6.7. Note that we include an Index eld in all three tables. This eld is usedto

identify ead object in Section6.2.2.2. The completedescription of the objects is given in

Appendix C.

H Index ‘ IP Object Name | Identier H
1 ipInReceives .1.3.6.1.2.1.4.3.0
2 ipInHdrErras 1.3.6.1.2.1.4.4.0
3 ipInAddrErras .1.3.6.1.2.1.4.5.0
4 ipInDiscads 1.3.6.1.2.1.4.8.0
5 ipInDelivers .1.3.6.1.2.1.49.0
6 ipOutRequests .1.3.6.1.2.1.4.10.0
7 ipOutDiscads 1.3.6.1.2.1.4.11.0
8 ipReasmTimeout .1.3.6.1.2.1.4.13.0
9 ipReasmReqds 1.3.6.1.2.1.4.14.0
10 ipReasmOKs .1.3.6.1.2.1.4.15.0
11 ipReasmAils 1.3.6.1.2.1.4.16.0
12 ipFrafOKs 1.3.6.1.2.1.4.17.0
13 ipFragFrails 1.3.6.1.2.1.4.18.0
14 ipFragCreates 1.3.6.1.2.1.4.19.0

Table 6.5: Setof IP ewaluated objects.
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H Index ‘ TCP Object Name | Identier H
1 tcpMaxConn .1.3.6.1.2.1.6.4.0
2 tcpActiveOpens .1.3.6.1.2.1.6.5.0
3 tcpPassiveOpns .1.3.6.1.2.1.6.6.0
4 tcpAttemptFails 1.3.6.1.2.1.6.7.0
5 tcpEstabResets .1.3.6.1.2.1.6.8.0
6 tcpCurrEstab .1.3.6.1.2.1.6.9.0
7 tcpinSegs .1.3.6.1.2.1.6.10.0
8 tcpOutSegs 1.3.6.1.2.1.6.11.0
9 tcpRetransSegs 1.3.6.1.2.1.6.12.0

Table 6.6: Setof TCP ewaluated objects.

H Index ‘ UDP Object Name ‘ Iden ti er H
1 udplnDatagrams 1.3.6.1.2.1.7.1.0
2 udpNoPorts 1.3.6.1.2.1.7.2.0
3 udplnErras 1.3.6.1.2.1.7.3.0
4 udpOutDatagrams .1.3.6.1.2.1.7.4.0

Table 6.7: Setof UDP ewaluated objects.

In the next section, we evaluate the behavior of ead subsetof objects by monitoring

and computing their update frequency

6.2.2.2 The Behavior of the Three Sets of Ob jects

The bandwidth cost demandedby the replication serviceof the monitoring tool depends
on the frequencywith which the replicated objects are updated in the ageris. Objects
frequertlly updated lead to higher comnunication coststhan those seldommodi ed. In
this sense,we monitor the three sets of objects applied on the experimerts in order to
verify their update frequency aswell as keepingtheir statistical information.

A new object called clusterStatswas added in the monitoring tool in order to keep
statistical information about the replicated objects. This object counts the number of
gueriesand updates performed by a cluster managertowards all its replicated objects.

Another object called clusterOnO Switch was addedin the tool to cortrol the operation
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time of a cluster. Thesetwo objects together provide facilities for monitoring the update
frequencyof the replicated object setsconsideringa given selectedtime period.

The cluster manager monitored during 30 minutes eat one of the three subsetsof
IP, TCP and UDP objects of an agent memnber of the cluster. There was only one agert
menber in ead cluster. The monitoring interval con gured for ead query was 3 seconds.
We choosesud monitoring interval and time period for monitoring the objects becausat
allows us to chek somehundreds of queriesissuedto ead object. Hence,we considered
the number of queriesa relevant sample. Furthermore, both the cluster managerand the
agert menber were hosted in machines under conditions of normal workload, i.e. they
were not dedicatedexclusiwely to the experimert.

We presen the behavior of the setsof objectsin the following. For simplicity of graphs,
we have included the indexesthat idertify the objectsin Tables6.5, 6.6 and 6.7 instead of
their numbers or names.

The graph in Figure 6.5 shaws the number of queriesand the number of updateson
the set of IP objects. During 30 minutes, almost 600 querieswere issuedfor all objects.
The indexes1, 5, 6, and 14, respectively, iplnReceivesiplnDelivers,ipOutRequestsand
ipFragCreate®bjects, were updated by around 350 queries,whereasthe other objects did

not su er any update in the period.

Set of IP Objects Monitored During 30 minutes
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Figure 6.5: Set of IP objects: update frequencyfor 3 secondsof monitoring time.
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If we take into accour that four objects su ered nearly 350 updates, i.e. nearly half
of all their queriesled to updates, and also considera uniform distribution in the update
of all objects, we can supposea monitoring time of 6 secondswhich is twice the con g-
ured monitoring time, to be enoughto collect information about the four objects. The
other objects, asthey did not su er changesin this period, could be monitored in larger

monitoring intervals.

Set of TCP Objects Monitored During 30 minutes
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Figure 6.6: Set of TCP objects: update frequencyfor 3 secondsof monitoring time.

The graph in Figure 6.6 shonvs the number of queries and the number of updates
consideringthe set of TCP objects. Almost 600 querieswere executedfor all objects.
Notice that only three objects, 2, 7, and 8, respectively, tcpActiveOns, tcplnSegs,and
tcpOutSegswere updated by around 7 updatesead one. Object number 6, tcpCurrEstab
was updated by only 2 queries.

If we considerthe number of updates of the tcpActiveOgnsand tcpCurrEstabobjects,
which keepinformation about the number of establishedTCP connections,and the number
of updatesveri ed in the other two objects, which keepinformation about the trac onthe
establishedTCP connections,we can supposethat few TCP connectionswere established

at the selectedtime period and sud connectionsimplied in alow trac on network.
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Set of UDP Objects Monitored During 30 minutes

800 T T T T

T50 | ——— Number of queries
700 ——— Number of updates
650
600
550 - -
Lo o I
QB0 [ e
400 -
350
300
250
200 ||
150 o[ |
100 [ [ |
050 [l [

Number of Queries

Index of the UDP Objects

Figure 6.7: Set of UDP objects: update frequencyfor 3 secondsof monitoring time.

The graph in Figure 6.7 shons the number of queries and the number of updates
executedon the set of UDP objects. Almost 600 querieswere executedfor all objects.
The indexes1 and 4, respectively, udpinDatagramsand udpOutDatagramsobjects, were
updated around 300times during the experimert. Theseobjects keepinformation about
the datagramtrac on the network elemen. Taking into accourt the number of updates
detectedto thesetwo objects, we can concludethe machine that hostedthe agent menber

preserned a low UDP trac during the experimert.

6.2.2.3 The mcluster Application Performance

This sectionshavsthe performanceevaluation of the mclusterapplication that supports the
communication among cluster managers. First, we examinethe behavior of the mcluster
application, which providesthe exdiangeof messagebetweentwo cluster managers.Next,
we considerthe impact of the number of peerclustersover the consistencyof the copiesof

the replicated objects.

Exchange of Messages Bet ween Cluster Managers

The Ensenble team has carried out an extensiwe performanceevaluation of the Ensenble

systemin 2000[88]. The analysisbelow takesinto accourt a small part of that study and
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is basedon advicesof the Ensenble maintenancegroup [88]. The analysisintroducesa
performancecomparisonamongthe comnunication provided by mcluster application and
the comrmunication only supported by Ensenble systemor UDP.

The analysisconsiderghe latency requiredto the exdhangeof messagebetweencluster
managers. Latency measuredollowed the measuremen standard for point-to-p oint com-
munication called ping-pong The measuremen included two machines and veri ed the
elapsedtime betweenthe sendingof a messagdo the target madine and its immediate
responsebad to the sourcemadine.

The measuremets were taken at a 100 Mbps Ethernet local area network composed
by 20 madines with RAM memory from 64 MB to 512 MB. The madines run the
Linux/Debian 2.6.0 operating systemand are connectedto a 3Com switch (3C17300Su-
perStak). All experimerts occurredin a pair of macineswith Pertium [11, 800Mhz, 196
MB memory, and Linux/Debian 2.6.0 operating system. Usersexecutedapplications sut
as browsersand text editors during the experimerts. In the following, we descriked the
other two comnunication levels examined: Ensenble systemand UDP socket.

The Ensenble padkageincludessomeprogramssud asthe perf application [76]. This
application carriesout performancetests on the Ensenble system,sud aslatency measure
and ewaluates the Ensenble protocols stadks. Sud protocol stadks provide the group
properties usedto build an Ensenble application. FIFO stak (standard), authenticated
stack (AUTH), and totally ordered protocol stadk (ORDER) are someof these protocol
stadkks [88]. In the experimert, the perf program measuredthe latency of the ORDER
protocol stack of the Ensenble systemrunning in the network. As the UDP protocol is the
main comnunication infrastructure of the Ensenble system,we measuredthe latency of a
simple communication via UDP using a client socket program and a serner sacket program

built in C language[89].
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Figure 6.8: Latency of the ping-pong test.

The measuremets of three communication levels were done consideringmessagesizes
from 100 bytes to 1600bytes. This sizerange was chosenfor two reasons: rst, because
the sizeof an SNMP PDU (Protocol Data Unit) padet is xed in 1500bytes, and second,
becausethe sizeof replication messagesyhich are exchangedthrough the mcluster appli-
cation, is 1600 bytes. The latency was measuredusing the gettimeofday function of the
C language. On ead communication level, 300 measuremets were taken for all message
sizes,and we calculatedthe averagelatency for eat size. The number of 300measuremen
rounds was chosenbecausethe perf program considersthis value as default value for the
numter of roundsargumen.

The graphin Figure 6.8 shavsthe latency measuredor the \request/response”comnu-
nication with the mcluster application, the Ensenble system,and the UDP protocol. The
latency measuredfor sendingand receivingmessagewithout data usingthe UDP protocol
is 0.1 milliseconds,whereasthe latency for the samesizeof messagesert by Ensenble and

mcluster is 0.33and 0.41 milliseconds,respectively. Sud valuesshow the processingcost
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of the protocol stadks regardlessof the data messagesize.

Note that the latenciesof the commnunication using Ensenble and UDP becomenear
to ead other when the messagesizeincreases.Sud behavior occursbecauseUDP is the
default data transport protocol of the Ensenble system, as mertioned earlier. Moreover,
Ensenble cortains the Fragproperty, which fragmerts and reasserhlesmessagedp cortrol
the sizeof messagesseeTable 6.1.

When comparing only latenciesadiieved using Ensenble and mcluster, we note the
latenciesusing mcluster are higher mainly to message$rom 900 up to 1600bytes. The
internal operation of the protocol stad, .i.e. group properties con gured in the mcluster
application must be the reasonfor sud values.

In particular, our main goalwasto measurethe latency of the messagesf 1600bytes,
which is the sizeof a replication messagesert by the mcluster application. In this sense,
the latency to sendand receiw a replication messageas around 1.1 millisecondsusing the
mcluster application, 0.77 millisecondsusing the Ensenble system,and 0.65 milliseconds
using the UDP protocol. If we considerthat the mcluster application includesthe group
properties mertioned in Section6.1.2, and that sud propertiesrequire additional process-
ing, then the mcluster application's latency, which correspndsto an increaseof 40% on

the latency measuredusing the Ensenble system,is not high.

Dieren t Sizes of the Peer Clusters Group

This ewvaluation presens the behavior of the latenciesrequired to di erent group sizesof
cluster managers. In this sense,the e ective communication among cluster managersis
important in order to guarartee the consistencyof replicated objects. The experimerts
thus analyzethe scalability constrairts of the mcluster application, which is fundamenal
to guarartee the exchange of messageamong cluster managers.

In ead test, a cluster manager, through its mcluster application, sendsa multicast
messageo all peer clusters and next receives a unicast messagerom all peer clusters.

Furthermore, all multicast and unicast messagesortain a replication messagevith infor-
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mation equivalert to messagewith onereplicatedobject. The sizeof a replication message

is 1600bytes, whereasthe sizeof a mcluster messagei.e. multicast or unicast messageis

4096bytes, which is the default sizeestablishedby Ensenble.

The number of cluster managersselectedas peer clustersfor a cluster managervaries

from 1 to 6. All experimerts took into accournt the executionin sequenceof 300 test

rounds to ead peer cluster group and were repeated 12 times in order to conrm the

results. Howewer, the graphsshown only one of the results measuredfor ead experimert.

The experimerts were run in the sameernvironmen described previously in this sec-

tion. Cluster managerswere hosted in seven madines, and a given cluster managerwas

responsible for sendingead multicast messageHence,it cortrolled the start of ead test

round. The workload on all machinesand the trac on the network were normal and pre-

serted the samecharacteristicsdescribed previously In the following, we shav the graphs

with the latency measuredin the comnunication betweena cluster managerand its peer

clusters.
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Figure 6.9: Latency requiredto the exchangeof messagesvith 1 and 2 peerclusters.

The graphsin Figure 6.9 shaw the latency measuredor 1 and 2 peerclusters. Although

the graphsshow seeral valuesgoing up to 5 milliseconds,the valuesare in generalaround

2 milliseconds. Hence,we can concludethat the comnunication amongthese numbers of

peerclustersat a local areanetwork is highly stable.
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Figure 6.10: Latency required to the excdhangeof messagesvith 3 and 4 peer clusters.

The graphs in Figure 6.10 show the latency measuredwith 3 and 4 peer clusters.
Although the graphsalsodepict a stable behavior, the latency valuesare not so constart
asin the previousgraphs. A latency peakof 5.0 millisecondswasdetectedto 3 peerclusters

and a latency peak of 6.5 millisecondswas detectedto 4 peerclusters.
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Figure 6.11: Latency required to the exdhangeof messagesvith 5 and 6 peer clusters.

The graphsin Figure 6.11shawv the latency measuredwith 5 and 6 peerclusters. When
comparedwith the previous graphs, which show latency values around 2.0 milliseconds,

those latency valuesare higher, around 2.5 milliseconds,and are a little lessstable. The
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experimerts detected latency peaksof 7.5 and 9.5 millisecondsbut sud valueswere not

sofrequen.

Average Latency of 300 Rounds by Test

—+— 1PC

—>— 2PCs
4.5 —%— 3PCs

—8— 4PCs
4.0 5PCs

—4— 6PCs

2.0

Required Time (milliseconds)
N
(6]

15

1.0

0.5

0.0

5 6 7 8 9 10 11 12
Number of The Experiment

i
N
w b
IN

Figure 6.12: Averagelatency versusnumber of peer clusters.

The graph in Figure 6.12 shonvs a summary with the averagelatency of ead one of
12 experimerts carried out for ead size of peer cluster group (PCs). Recall that eath
experimert took into accoun the execution of 300 test rounds. Note that in generalthe
di erence amongthe averagelatency measuredwith 1 PC and 6 PCs is small, around 0.8
milliseconds. Hence, we concludethat, although somehigh peaks of latency have been
shoved on the graphs, the communication among a cluster managerand up to 6 peer

clustersis able to guarartee consistencyamongcopiesof a replica.

6.2.3 Availabilit y Analysis

This sectionshownsthe behavior of the mcluster application in the presenceof faulty cluster
managers.The analysisveri es the latency requiredto multicast message$or peercluster
managerssubject to faults.

The experimert involved seen cluster managershostedin di erent madinesand was

carried out at the samelocal area network descrited in the previous section. A given
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cluster was responsible for sending replication messagedo the other cluster managers,
which acted as peer clusters. The latency measuremen taken also follows the method
applied previously i.e. a cluster managersendsa multicast messageo its peer clusters
and waits for unicast messagef response.

The peerclusterswere con gured to fail after receivinga given number of messagesert
by the sender'scluster manager. Thus, it was establishedthat the chosencluster manager
would send300messageo the peerclusters,andthat for eat 50 messageseceived by the
peer clusters, one of them should fail. Moreover, oncea peer cluster has failed, it should
keepfailed.

The graph in Figure 6.13 shaws the latency required in eat round. Note that when
a peer cluster fails, the operational clusters detect the failure. As a result, the group

menbership establishesa new view of the group memnbers.
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Figure 6.13: Exchange of messagesmong cluster managerswith failure conditions.
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The graph shownsthat the latency measureds typically low, around 2 to 3 milliseconds.
Howe\er, the latency of roundsthat happen during the creation of a newview of the group
is high, around 1 second. Becauseof the measuremen method applied, the latency of
eah round decreasesvhenthe number of failed peer cluster increasesput sud reduction
is small. Thus, the latency of a round measuredconsideringsix fault-free peer clusters
is around 2.5 milliseconds,whereasthe latency of a round with only one fault-free peer
clusteris around 1.7 milliseconds. Thesevaluesdepict the behavior of the multicast service
in the presenceof faulty clusters,aswell asits relation with the group memnbership service.

This sectionpresened the e ectivenesof the group membership and multicast services
of the mcluster application under crash conditions of the cluster managers. We consider
that the mcluster application allows the monitoring tool to keep an object replication
serviceat a local areanetwork ewen if seweral clustershave failed. Thus, it is possibleto
accesghe managedobjects of a crashedSNMP agert while the cluster manageror at least
a peer cluster is operational.

In the following we presert an example of practical usageof the tool in which it has

beenusedfor detecting occurrencesof TCP SYN-Flooding Attacks.

6.3 Detection of TCP SYN-Flo oding Attac ks

A TCP SYN-Flooding attack is one of attacks basedon denial of service[90]. This kind
of attack consistsin provoking a fault in the medanismthat establishesTCP connection,
and it is characterizedin o oding one sener with SYN padkets from random sourcelP
addressesA TCP connectionis establishedthrough a processcalledthree-way handshale,
asshown in Figure 6.14. Thus, in order to establisha TCP connection,a sourcehost sends
a SYN (syndironize/start) padet to a destination host that must next sendbadk a SYN
ACK (syndironize adknowledge) padket to the sourcehost.

After sendinga SYN ACK padket, the destination host waits an ACK (acknowledge)
before the connectionis established. While it keepswaiting for the ACK to the SYN

ACK, a connectionqueueof nite sizeon the destination host keepstrack of connections
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waiting to be completed. Typically, the connectionqueueempties quickly sincean ACK

is expectedto arrive a few millisecondsafter a SYN ACK.

SOURCE DESTINATION

SYN, SEQ = LISTEN
_y ACK=XE— syn RECVD
oyN, SEQZ At

ACK = Y+1

\ CONNECTED

Figure 6.14: Three-way handshale.

A TCP SYN-Flooding attack exploits the three-way medanism in the following way.
An attacking source host sendsto a target host (destination) TCP SYN padets with
random source address. The target host then sendsa SYN ACK badk to the random
sourceaddressand adds an ertry to the connectionqueue. Sincethe SYN ACK is sen
to an incorrect or non-existert host, the nal part of the processis never completedand
the entry remainsin the connectionqueueuntil the timer expires,typically for about one
minute. Hence,it is possibleto Il up the connectionqueueand becomeunavailable TCP
servicesby generatingTCP SYN padkets from random IP addressesat a rapid rate [91].
In this way, there is no easyto trace the originator of the attack becausethe IP address
of the sourceis forged.

The MIB-2 [40] hasthe TCP group that keepsinformation about the TCP protocol
and its behavior on the system. Someof TCP objects and their de nitions are described
below. Through those TCP objects is possibleto verify the TCP protocol behavior and

thus to determinethe occurrenceof TCP SYN-Flooding attacks.

tcpMaxConn:the limit on the total humber of TCP connectionsthe ertity can sup-

port.
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tcpActiveOpens: the number of times TCP connectionshave madea direct transition
to the SYN-SENT state from the CLOSED state.

tcpPassiveOpns:the number of times TCP connectionshave madea direct transition
to the SYN-RCVD state from the LISTEN state.

tcpAttempFails: the number of times TCP connectionshave made a direct transition
to the CLOSED state from either the SYN-SENT state or the SYN-RCVD state, plus
the number of times TCP connectionshave madea direct transition to the LISTEN
state from the SYN-RCVD state.

tcpEstabResetsthe number of times TCP connectionshave madea direct transition
to the CLOSED state from either the ESTABLISHED state or the CLOSE-WAIT

state.

tcpCurrEstab:the number of TCP connectionsfor which the current state is either
ESTABLISHED or CLOSE-WAIT.

It is possibleto getin [92] a descriptionof the TCP nite state madine, which speci es

how a TCP protocol on one madine interacts with other TCP protocol.

Scenarios Description

An experimert was carried out at a local area network composedby madines basedon
di erent Intel Pentium and AMD K6 processorsyunning Linux and connectedthrough
a 100Mbps Ethernet LAN. The SNMP cluster managerswere hosted in two madines
called genioand ork in order to monitor a subsetof TCP managedobjects. Ead cluster
manager monitored a set of 12 madines and replicated TCP MIB objects to the other
cluster manager. A macdine monitored by cluster genio was subjected to a TCP SYN-
Flooding attack [93], and after a few seconds,nearly 20 seconds,under the attack, it
crashed. The attack program usedin our experimerts was the Syn Flooder implemerted
by Zakath [94].
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In order to examinethe TCP MIB objects of the crashedagen, the cluster manager
geniowasinvoked. Replicatedobjects included tcpPassiveOpens, which givesthe number
of times TCP connectionshave madea direct transition to the SYN-RCVD state from the
LISTEN state [40]. Another replicated object wastcpCurrEstab , which givesthe number
of TCP connectionsfor which the currert stateis either ESTABLISHED or CLOSE-WAIT.
The value of the MIB objectsleft no doubt asthe reasonwhy the madine wasunreadable.
Previous logs shoved that usually tcpPassiveOpens was equal to zero, while after the
failure it was equalto 85; object tcpCurrEstab remainedat the usual value, nearto 12.
The samevaluesobtained from cluster managergenio were obtained through the replica
in cluster managerork. If the tool basedon replicated objects were not available, it would

have beenimpossibleto examinethe MIB of this madine after it crashed.

TCP Attack Time

Objects 10sec | 20sec | 30sec | 40sec | 50sec | 60sec | 80sec | 100sec

tcpActiveOpens 2915 | 2917 | 2917 | 2917| 2918| 2919 | 2922 2922

tcpPassiveOpns 0 0 0 0 0 0 0 0
tcpAttemptFails | 21966 | 22890 | 23714 | 24558 | 25356 | 26098 | 27882 | 29020
tcpEstabResets 0 0 0 0 0 0 0 0
tcpCurrEstab 9 9 8 8 8 7 7 6

Table 6.8: TCP object valuesin a TCP SYN-Flooding attack.

In addition, in order to validate replicated object values, TCP objects were also mo-
nitored at local macdiine and stored in le during the TCP SYN-Flooding attack. Those
valuesareshown in Table6.8. The establishmen of connectionswasnot possibleduring the
attack becausdhere werenot available resources.n this way, the value of TcpActiveOpens
object did not su er many modi cations. TcpAttempFails value increasedduring the
attack becausethe SYN-RCVD state was resetedto the LISTEN state after a timeout
event. Appendix D descrikesthe proceduresusedto perform and monitor the TCP SYN-

Flooding attacks.
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6.4 Conclusion

In this chapter, we preseited a fault managementool basedon the SNMP agert clustering
framework. The tool allows the construction of agen clustersfor object replication. The
implemertation of newfunctionalities within an SNMP agen allowsordinary SNMP ageris
to play the role of cluster managers.A group comrmunication infrastructure ensuregeliable
communication among cluster managers. Thus, the replicated objects remain consisten
ewven in the presenceof faults. We also descrited the procedureusedto con gure SNMP
agerts as cluster managers.

We introducedan extensiwe evaluation of the tool carried out at a local areanetwork. A
study of the network costconsideredhe spaceand bandwidth requiredto operatea cluster.
A performanceanalysisdepictedthe behavior of a clustermanagerwhenmonitoring seeral
subsetsof objects. Further, the ability of mcluster application to multicast messages
for di erent sizesof peer clusters group was ewvaluated. Finally, an availability analysis
depictedthe behavior of the comnunication betweena cluster managerand its peercluster
managers.

As a practical application of the tool, we presetied how the tool canhelp to detect why
a givenagen hascrashed.An agen wassubjectedto TCP SYN-Flooding attack and next

valuesof its TCP objects were accessedn a cluster manageragert.



Chapter 7

Conclusions

This chapter presens the conclusionsof the thesis. Section7.1 describesthe purposeand
expected results of this work. Section 7.2 descritesthe main cortributions, and Section

7.3 preserts possibleapplications and directions for future work.

7.1 Goals and Results

Network managemenhsystemsinclude toolsthat enablemonitoring and cortrol of networks
composed by hardware, software, and heterogeneougrotocols. In particular, network
managemeh systemsbecomeessetial during anomaloussituations, when the network
is partly non-operational. Thus, fault managemen applications must be able to work
correctly evenin the presencenf network faults. Hence,it isimportant that network mana-
gemen systemshave a medanismthat allows the accesdo their managemenhinformation
in numerouscrash situations.

There is a vast literature on the construction of reliable distributed systems,and over
time the medanismsto build reliable systemshave improved and have beenadapted to
new applications and ervironments. In Chapter 1, we preseed somework related to the
dewelopmen of reliable network and system managemet) preseiiing seeral approades

and conceptsto deal with the challenge of building fault-tolerant managemen systems.

95
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This thesisaggregatedand adapted many of those solutionsin order to dewelop a exible
architecture basedon agen clustering for replicating network management information,
and thus to provide the accesgo given managemenh information of faulty managemen
ertities. The architecture makes it possibleto construct reliable network managemen
systemsthat are customizedto the restrictions and the speci ¢ needsof a network. Par-
ticularly, this characteristic makesthis work attractiv e sincethe approat may be usedin
di erent kinds of networks. Moreover, this work considersissuessud as the processing

capacity of managemen ertities and the scalability of the system.

7.2 Main Contributions

The researt of this thesisled to seweral researt cortributions sud asthe dewelopmert
of a medanismto build fault-tolerant network managemen systems,the speci cation of
an SNMP framework, the implemertation and ewaluation of a prototype, among others.
Those cortributions are descrited below.

In the researt, we have speci ed an architecture for agen clustering for managed
object replication. The architecture is structured in three layers called the cluster member
layer, the cluster layer, and the managerlayer. The distributed three-tier architecture
provides scalability and exibilit y for replicating di erent set of managedobjects. Sut
factorsare fundamertal for dewelopinga fault-tolerant system. A cluster of ageris provides
fault-tolerant object functionality by replicating managedobjects among agen clusters.
Thus, it is possibleto accessmanagedobjects of a crashedagen through peer clusters.

Furthermore, we have de ned an SNMP framework for the agert clustering architec-
ture. The framework speci es SNMP managemenh objects usedfor building SNMP agen
clusters, monitoring subsetsof SNMP managedobjects, and the storageand replication of
thoseobjects valuesin SNMP agerts called cluster managers The MIB called Replic-MIB
intro ducesthe usageof clustersand managemen objects to be implemerted in eady SNMP
ertity of a network managemen system.

An SNMP fault managemenhtool was built using public-domain software [22, 21]. The
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tool expandsthe functionalities of SNMP agernts to play ascluster managers.A group com-
munication infrastructure under the cluster managersievel ensuresthe consistencyamong
copiesof managedobjects valueskept by cluster managers. An experimertal evaluation
of the tool was carried out at a local areanetwork. The ewvaluation shoved the impact of
the con guration of clusterson network resourceconsumptionand the tool performance.
An application exampleshowed that the tool may be usedto determinethe occurrenceof
DoS (Denial of Service)attacks.

An Internet-Draft in the Distributed Managemen (DisMan) Working Group of the
IETF describing the agen clustering architecture was published. The comnunity has
discussedhe proposedarchitecture aswell asits application. Commeris and suggestions
done during the IETF meetingshave lead to new questionsto be studied, for example,
the usageof a commnunication infrastructure usingonly SNMP operations. The discussion
of an Internet-Draft is a long processwherethe proposedwork is commonly subjected to
many changesin its structure until the work can be publishedasa Requestfor Commeris

(RFC) documert, and thusto be adoptedlike a standard by the Internet community.

7.3 Future Work and Applications

Besidesthe cortributions presetted in the previoussection,this researb hasraised many
interesting questionsand issuesthat desenre further researb. We give in the following a
seriesof suggestionsand issuesin order to improve the agen clustering architecture and

the usageof the SNMP fault monitoring tool.

The Monitoring tool in Three Layers

Our current SNMP monitoring tool only implemerts the simple compliancemodule de-
scribed in the SNMP agen clustering framework. This compliance module requires a
minimal set of managemenh objects and doesnot take into accourt the managemenh ob-

jects neededin the managerlevel. The next step is the dewelopmen of the full framework



7.3. Future Work and Applications 98

that includessud managemen objects at the managerlevel. In this way, all cluster con-
gurations will be automatic and dynamic, and avoid the manual addition of con guration

les in the SNMP ageris.

IETF Internet Standard

A number of challengesstill exist to turn the Internet-Draft of the agern clustering ar-
chitecture in an Internet standard. Most of these challengessurround the issueof replica
consistencyand the factorsthat in uence it. Important factors, sud asreliable multicast
and group menbership, currerntly provided by comnunication medanismslike the Ensem-
ble systemneedto be handledunder the point of view of the IETF standard. In the IETF,
working groups, sud as Multicast & Anycast Group Membership (magm3g [96], Reliable
Multicast Transport (rmt) [97], and Multicast Security (mse) [98], specify sud group
services.Thus, it is necessarto ched the applicability of those servicesto guarartee the
consistencyof the MO's replication provided by the agen clustering architecture. The tar-
getis to dewlop a versionof the architecture totally in accordancewith the other services

already speci ed by IETF sothat it can be implemerted by the Internet community.

Infrastructure  Without Group Comm unication Toolkits

Many multicast and group menbership protocols have beenproposedin the literature for
di erent environmerts and targets [67, 64, 20,21, 63, 99. A simple multicast protocol and
alight weight group menbership could be implemerted in the SNMP ageris to support the
commnunication among cluster managers. Hence,the fault monitoring tool would employ

no group communication toolkit. This would allow the dewelopmen of a more exible tool.

Aggregation of SNMP Managed Ob jects

The reduction of monitoring costsin the network managemenh systemsis an issuewidely
discussedby the Internet comnunity. In our agern clustering architecture, a cluster man-

agermust cortinuously monitor its agent menberssendingthus a number of queries. Those
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gueriesintroducebandwidth and processingoverheadthat cortribute to constrainthe num-
ber of MO's that can be monitored. Mans ed-Keeni [87, 100] has proposeda strategy to
aggregatemanagedobjects, and thus to reducethe number of queriessen to an SNMP
agen. The implementation of this strategy along with the agen clustering architecture
would enablethe aggregationof objects monitored by a cluster managerin a few objects,

and would reducethe number of queriesto agert memnbers.

Reliable Detection of DDoS Attac ks

A methodology for proactive detection of distributed denial of service(DDoS) attacks us-
ing network managemen systemshas beenproposedby Cabreraet al. [101. The goal
of the methodology is to determine which MIB variables better characterize the occur-
rence of an attack in a given target madine, and so monitor sud variablesin order to

supposeanomalousbehavior. The usageof the ager clustering architecture can enhance
this methodology, by enabling the dewvelopmen of reliable systemsfor detection of DDoS
attacks. In this way, DDoS attacks could be detectedewven if network elemerts su ering

the attack have failed.

Monitoring Comm unication Cost

The ager clustering architecture includestwo functionalities to ageris that play ascluster
manager: the abilities of monitoring and replicating managedobjects. Particularly, the
monitoring ability is basedon polling of agert members. This strategy introducestra c

overheadand many times is not the better alternative to minimize the monitoring costde-
pendingon the characterization of the monitored data [2]. A possiblesolution to minimize
the monitoring comrmunication costis to combine polling with local evert driven reporting.
Evert reporting is a processwhere a local evert in a network elemen triggers a report,
which is sert by that elemen to the manager. Thus, for example, agen menbers of a
cluster could report to the cluster managerwhenthe valuesof certain objects would su er

any update or read a given value.
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Failure of Comm unication Links

The agen clustering architecture has taken into accoun the fail-stop model, which is
the simplest failure model. This failure model assumeseliable comnunication links and
that network componerts only fail by halting. Howewer, sud failure model may not be
realistic for di erent sorts of network as MANs and WANSs, which are more proneto link
failures. For these kinds of networks, the omission model seemsto be more adequate
since it considersthe caseof partitions and recovery of a network. Furthermore, sud
model considersthat componerts may fail during the execution of a given task, sud as
the messagdransmissionfor all members of a group.

Considering communication link failures, it is important to determine which replica-
tion technique and comnunication medanism must be applied when implemerting the
agern clustering architecture in network managemenh systems. In WANSs, for example,
the probability of the occurrenceof a large messagedelay is high. On the other hand,
group comnunication systemstypically include menbership protocolsthat assumethat a
given componen is faulty when a messagedelay happens. In general,sud strategy can
take to mistakesand have a high processingcost. As a result of these suspects, a group
membership protocol would frequertly createa new group view to excludethe componert
suspectedasfaulty, and next it would createanother group view to include this componert

again [46].
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App endix A

Replication MIB

This appendix preserts the completedesignof the Replication MIB. Next, we presemn an
overview of the stepsrequired to publish an RFC documen at the Internet Engineering
Task Force (IETF).

1. REPLIC-MIB

REPLIC-MIBDEFINITIONS::= BEGIN

IMPORTS
MODULE-IDENTITYQBJECT-TYPE,
Unsigned32, enterprises

FROMSNMPV2-SMI

RowStatus, TimeStamp
FROMBSNMPV2-TC

MODULE-COMPLIANCBJECT-GROUP
FROMSNMPvV2-CONF

InetAddressType, InetAddress
FROMNET-ADDRESS-MIB

SnmpAdminString
FROMSNMP-FRAMEWORK-MIB;
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replicMIB  MODULE-IDENTITY

LAST-UPDATER00111010000Z"
ORGANIZATIONrederal University of Parana’ - Dept. Informatics”
CONTACT-INFO

"Aldri L. Santos

Elias P. Duarte Jr.

Federal University of Parana’

Dept. Informatics

P.O. Box 19018

Curitiba, PR 81531-990

Brazil

Phone: +55-41-267-5244

Email: {aldri, elias}@inf.ufpr.br

Glenn Mansfield

Cyber Solutions Inc.

ICR Bldg. 3F 6-6-3 Minami Yoshinari
Aoba-ku Sendai-shi Miyagi

Japan

Phone: +81-22-303-4012

Email: cyber@cysol.co.jp”

DESCRIPTION
" This MIB module defines a set of objects that supports object

replication in a three-layer clustering architecture.”

= { enterprises 2026 } -- to be assigned by IANA

--  The groups defined within this MIB definition:

replicObjects OBJECTDENTIFIER ::= { replicMIB 1 }
replicConformance OBJECTDENTIFIER ;= { replicMIB 2 }

clusterDefinition OBJECTDENTIFIER ::= { replicObjects 1}
clusterReplication OBJECTDENTIFIER ::= { replicObjects 2 }
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clusterTable OBJECT-TYPE

SYNTAXSEQUENGGEF ClusterEntry

MAX-ACCES®t-accessible

STATUSurrent

DESCRIPTION

" This table allows the definition

are used to monitor and replicate
providing alternative

of agent clusters,
objects from other agents,
meansof accessing information

those agents whenthey are unreachable.”

.= { clusterDefinition 1}

clusterEntry OBJECT-TYPE
SYNTAXClusterEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION
" Each entry contains the definition

membersand replicated objects.”

INDEX{ clusterlD, clusterindex }
= { clusterTable 1}

ClusterEntry ::= SEQUENCE
clusterindex Unsigned32,
clusterID Unsigned32,
clusterAddressType InetAddressType,
clusterAddress InetAddress,
clusterMemberType InetAddressType,
clusterMember InetAddress,

clusterOID
clusterinstancelndex
clusterRepClusterID
clusterName
clusterDescr
clusterStatus

Unsigned32,

RowStatus

SnmpAdminString,
SnmpAdminString,

of an agent cluster,

OBJECTDENTIFIER,
OBJECTDENTIFIER,

which

from

its
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clusterindex OBJECT-TYPE
SYNTAXUnsigned32
MAX-ACCES®ad-only
STATUSurrent
DESCRIPTION
" Unique value which identifies a cluster table entry."
= { clusterEntry 1}

clusterlD OBJECT-TYPE
SYNTAXUnsigned32
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The unique identifier of a cluster that is defined for
monitoring a subset of agents and replicating  some of
their objects.”
= { clusterEntry 2}

clusterAddressType OBJECT-TYPE
SYNTAXnetAddressType
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" The type of address in clusterAddress.”
= { clusterEntry 3}

clusterAddress OBJECT-TYPE
SYNTAMXnetAddress
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" The IP address of a agent that monitors a set of agents and
replicates their objects on its peer clusters.”
= { clusterEntry 4}

clusterMemberType OBJECT-TYPE
SYNTAMXnetAddressType
MAX-ACCES®ad-only
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STATUSurrent
DESCRIPTION

" The type of address in clusterMember."
.= { clusterEntry 5}

clusterMember OBJECT-TYPE
SYNTAMXnetAddress
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The IP address of an agent which has its objects monitored
and replicated by the cluster.”
= { clusterEntry 6}

clusterOID OBJECT-TYPE
SYNTAXOBJECTDENTIFIER
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" The instance identifier of a replicated managedobject.
For example: ifinOctets "
= { clusterEntry 7}

clusterinstancelndex OBJECT-TYPE

SYNTA)XOBJECTDENTIFIER

MAX-ACCES®&ad-only

STATUSurrent

DESCRIPTION

" Unique identifier of an instance index of a replicated

managedobject.”

= { clusterEntry 8}

clusterRepClusterID  OBJECT-TYPE
SYNTAXUnsigned32
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" Identifier of a peer cluster which keeps replica of managed
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objects kept by the current cluster.”
= { clusterEntry 9}

clusterName OBJECT-TYPE
SYNTAXSnmpAdminString
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" The humanmanager responsible for the cluster."
= { clusterEntry 10 }

clusterDescr OBJECT-TYPE
SYNTAXSnmpAdminString
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" Description of the purpose of the cluster.”
= { clusterEntry 11}

clusterStatus OBJECT-TYPE
SYNTAXRowStatus
MAX-ACCES®ad-create
STATUSurrent
DESCRIPTION
" The status of this cluster entry.

To create a row in this table, a manager must set this
object to either createAndGo(4) or createAndWait(5).

This object maynot be active(l) until instances of all
other objects are appropriately configured. Its value,
meanwhile, is notReady(2)."

= { clusterEntry 12}

memberTable OBJECT-TYPE
SYNTAXSEQUENGEF MemberEntry
MAX-ACCES®t-accessible
STATUSurrent
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DESCRIPTION
" This table contains information that defines the set of
agents monitored by the cluster.”
»={ clusterDefinition 2}

memberEntry OBJECT-TYPE
SYNTAXMemberEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION
" Each entry contains the definition  of a cluster member."
INDEX{ cmindex }
= { memberTablel }

MemberEntry ::= SEQUENCE

cmindex Unsigned32,
cmAddressType InetAddressType,
cmAddress InetAddress,
cmSecurity SnmpAdminString,
cmStatus RowStatus

}

cmindex OBJECT-TYPE
SYNTAXUnsigned32
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION

" Unique identifier of a cluster membertable entry."
= { memberEntry 1 }

cmAddressType OBJECT-TYPE
SYNTAXnetAddressType
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" The type of address in cmAddress."
= { memberEntry 2 }
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cmAddress OBJECT-TYPE
SYNTAMXnetAddress
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The IP address of a cluster memberwhose objects are
monitored and replicated by the cluster.”
= { memberEntry 3 }

cmSecurity OBJECT-TYPE
SYNTAXSnmpAdminString
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The security required to access cluster memberobjects.”
= { memberEntry 4 }

cmStatus OBJECT-TYPE
SYNTAXRowStatus
MAX-ACCES®ad-create
STATUSurrent
DESCRIPTION
" The status of this cluster memberentry.

To create a row in this table, a manager must set this
object to either createAndGo(4) or createAndWait(5).

This object maynot be active(l) wuntil instances of all
other objects are appropriately configured. Its value,
meanwhile, is notReady(2)."

= { memberEntry 5 }

repObjectTable OBJECT-TYPE
SYNTAXSEQUENGEF RepObjectEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION
" This table allows the definition of a set of managedobjects
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which are monitored and replicated by the cluster.”
:={ clusterDefinition 31}

repObjectEntry OBJECT-TYPE
SYNTAXRepObjectEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION
" An entry keeping information about an object that is replicated.”
INDEX{ rolndex }
= { repObjectTable 1}

RepObjectEntry 1= SEQUENCE
rolndex Unsigned32,
roOID OBJECTDENTIFIER,
rolnstancelndex OBJECTDENTIFIER,
rolnterval Unsigned32,
roState Unsigned32,
roStatus RowStatus
}
rolndex OBJECT-TYPE
SYNTAXUnsigned32
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION

" Unique identifier of a replicated object table entry.”
= { repObjectEntry 1}

roOID OBJECT-TYPE

SYNTAXOBJECTDENTIFIER

MAX-ACCES&ad-only

STATUSurrent

DESCRIPTION

" The instance identifier of an object which is replicated

by the cluster.”

= { repObjectEntry 2 }
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rolnstancelndex OBJECT-TYPE
SYNTAXOBJECTDENTIFIER
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" Unique identifier
which is replicated by the cluster.”
= { repObjecteEntry 3}

rolnterval OBJECT-TYPE
SYNTAX Unsigned32
MAX-ACCESSead-only
STATUS current
DESCRIPTION
" The time interval in which a cluster
objects in cluster members."
= { repObjectEntry 4 }

roState OBJECT-TYPE

SYNTAXInsigned32(0[1) -- { non-active(0),

MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION

of an instance index of an object

polls replicated

active(1)}

" The State object determines whether an object is replicated

in a given cluster.
Setting this value to non-active(0)
should not be replicated.

requests that an object

Setting this value to active(l) requests that an object

should be replicated.”
= { repObjectEntry 5 }

roStatus OBJECT-TYPE
SYNTAXRowStatus
MAX-ACCES®ad-create
STATUSurrent
DESCRIPTION
" The status of this replicated object

entry.
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To create a row in this table,

a manager must set this

object to either createAndGo(4) or createAndWait(5).

This object maynot be active(1)

other objects are appropriately
meanwhile, is notReady(2)."
= { repObjectEntry 6 }

peerTable OBJECT-TYPE
SYNTAXSEQUENGGEF PeerEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION
" This table allows the definition

:={ clusterDefinition 4}

peerEntry OBJECT-TYPE
SYNTAXeerEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION

" Each entry contains information
replicated objects.”

INDEX{ pcIndex }
= { peerTable 1}

PeerEntry = SEQUENGE
pcindex Unsigned32,
pcAddressType InetAddressType,
pcAddress InetAddress,
pcROTIndex Unsigned32,
pcStatus RowStatus

pcindex OBJECT-TYPE
SYNTAXUnsigned32

until instances of all

configured.

of peer clusters
clusters which are used to maintain replicated

of a cluster

Its value,

of agent

objects.”

that

maintains
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MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" Unique value which identifies a peer cluster table entry."
= { peerEntry 1}

pcAddressType OBJECT-TYPE
SYNTAXnetAddressType
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The type of address in pcAddress."
= { peerEntry 2}

pcAddress OBJECT-TYPE
SYNTAXnetAddress
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The IP address of a peer cluster which receives and
keeps replicated objects by the cluster.”
= { peerkEntry 3}

pcROTIndex OBJECT-TYPE
SYNTAXUnsigned32
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" Index of a object in the replicated object table which is
replicated in a given peer cluster."
= { peerkEntry 4}

pcStatus OBJECT-TYPE
SYNTAXRowStatus
MAX-ACCES®ad-create
STATUSurrent
DESCRIPTION
" The status of this peer cluster entry.
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To create a row in this table, a manager must set this
object to either createAndGo(4) or createAndWait(5).

This object maynot be active(l) until instances of all
other objects are appropriately configured. Its value,
meanwhile, is notReady(2)."

= { peerEntry 5}

replicaTable OBJECT-TYPE
SYNTAXSEQUENGQGEF ReplicaEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION
" This table keeps the replicated instances of managedobjects.”
»={ clusterReplication 1}

replicaEntry OBJECT-TYPE
SYNTAXReplicaEntry
MAX-ACCES®t-accessible
STATUSurrent
DESCRIPTION
" Each entry keeps an instance of a given object of a given agent.”
INDEX{ repindex }
= { replicaTable 1}

ReplicaEntry .= SEQUENGE
replndex Unsigned32,
repPeerType InetAddressType,
repPeer InetAddress,
repMemberType InetAddressType,
repMember InetAddress,
repOID OBJECTDENTIFIER,
replnstancelndex OBJECTDENTIFIER,
repValue OCTETSTRING,
repValueType INTEGER,
repTimeStamp TimeStamp,

repStatus RowStatus
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}

repindex OBJECT-TYPE
SYNTAXUnsigned32
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION

" Unique value which identifies a replica table entry."
= { replicaEntry 1}

repPeerType OBJECT-TYPE
SYNTAXnetAddressType
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" The type of address in repPeer."
= { replicaEntry 2}

repPeer OBJECT-TYPE
SYNTAXnetAddress
MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The IP address of a peer cluster that monitors a set of
agents and replicates their objects in the cluster."
= { replicaEntry 3}

repMemberTypeOBJECT-TYPE
SYNTAXnetAddressType
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" The type of address in repMember."
= { replicaéntry 4}

repMember OBJECT-TYPE
SYNTAXpAddress
MAX-ACCES®ad-only
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STATUSurrent
DESCRIPTION
" The IP address of an agent whose objects are replicated
in the cluster.”
= { replicaEntry 5}

repOID OBJECT-TYPE

SYNTAXOBJECTDENTIFIER

MAX-ACCES&ad-only

STATUSurrent

DESCRIPTION

" The instance identifier of a replicated object maintained

in the cluster.”

= { replicaEntry 6 }

replnstancelndex OBJECT-TYPE
SYNTA)XOBJECTDENTIFIER
MAX-ACCES&ad-only
STATUSurrent
DESCRIPTION
" Unique identifier of an instance index of a replicated
object maintained in the cluster."
= { replicaéntry 7}

repValue OBJECT-TYPE

SYNTAXOCTETSTRING

MAX-ACCES®&ad-only

STATUSurrent

DESCRIPTION

" Value of an instance of a replicated object.

The data type of the instance is specified in the next
managedobject.”

= { replicaEntry 8}

repValueType OBJECT-TYPE
SYNTAXNTEGER
integer(0),
integer32(1),
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unsigned32(2),
gauge32(3),
counter32(4),
counter64(5),
timeTicks(6),
octectString(7),
objectldentifier(8),
ipAddress(9),
opaque(10),
bits(11)

MAX-ACCES®&ad-only
STATUSurrent
DESCRIPTION
" The data type of an instance of a replicated object kept
in the previous managedobject.”
= { replicaEntry 9}

repTimeStamp OBJECT-TYPE
SYNTAX TimeStamp
MAX-ACCESSead-only
STATUS current
DESCRIPTION
" The value of sysUpTime at the time of the last update
of a value of an instance of a replicated object."
= { replicaEntry 10 }

repStatus OBJECT-TYPE
SYNTAX RowsStatus
MAX-ACCESSead-create
STATUS current
DESCRIPTION
" The status of this replica entry.
This object maynot be active(l) wuntil instances of all
other objects are appropriately configured. Its value,
meanwhile, is notReady(2)."
{ replicaEntry 11}
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-- Conformance information

replicGroups OBJECTDENTIFIER ::
replicCompliances OBJECTDENTIFIER ::

{ replicConformance 1 }
{ replicConformance 2 }

-- Compliance statements

replicManagerCompliance MODULE-COMPLIANCE
STATUS current
DESCRIPTION

" The compliance statement for SNMRentities  which

implement the replication  MIB in the manager level."
MODULE
MANDATORY-GROUP&plicManagerGroup }

= { replicCompliances 1 }

replicClusterCompliance MODULE-COMPLIANCE
STATUS current
DESCRIPTION
" The compliance statement for SNMRentities  which

implement the replication  MIB in the cluster level."

MODULE
MANDATORY-GROUP&plicClusterGroup  }

= { replicCompliances 2}

replicFullCompliance  MODULE-COMPLIANCE
STATUSurrent
DESCRIPTION
" The compliance statement for SNMRentities  which
implement the replication MIB in three layers."”
MODULE
MANDATORY-GROUP&plicManagerGroup, replicClusterGroup '}
= { replicCompliances 3}

-- Units of conformance

replicManagerGroup OBJECT-GROUP
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OBJECTS{
clusterindex,
clusterlD,
clusterAddressType,
clusterAddress,
clusterMemberType,
clusterMember,
clusterOID,
clusterlnstancelndex,
clusterRepClusterID,
clusterName,
clusterDescr,
clusterStatus
}
STATUSurrent
DESCRIPTION

" The collection

= { replicGroups

replicClusterGroup
OBJECTS{
cmindex,
cmAddressType,
cmAddress,
cmSecurity,
cmStatus,
rolndex,

roOID,
rolnstancelndex,
rolnterval,
roState,
roStatus,
pcindex,
pcAddressType,
pcAddress,
pcROTIndex,
pcStatus,

of objects for the definition

clusters, which are used to replicate

of agents

OBJECT-GROUP
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repindex,
repPeerType,
repPeer,
repMemberType,
repMember,
repOID,
replnstancelndex,
repValue,
repValueType,
repTimeStamp,
repStatus
}
STATUSurrent
DESCRIPTION

" The collection

the replicated

= { replicGroups

END

of objects wused to monitor and keep
objects.”
2}

2. Getting a Standard Published

Every IETF standard is published as an RFC (Requestfor Commentg, but are usually

called RFCs. Every RFC starts out asan Internet Draft, often calledan\I-D" [103]. The

basic stepsfor getting somethingpublishedasan IETF standard are:

1. Publish the documert asan Internet Draft.

2. Receive commerts on the draft.

3. Edit your draft basedon the commerts.

4. Repeat steps1 through 3 a few times.

5. Ask an Area Director (AD) to take the draft to the IESG - in caseof an individ-

ual submission. The ADs are menbers of the Internet Engineering Steering Group
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(IESG). When the draft is an o cial working group (WG) product, the WG chair
asksthe AD to take it to the IESG. To understandthe IETF hierarchy, see[102.

6. Make any changesdeemednecessanpy the IESG, and this might include giving up

on becominga standard.

7. Wait for the documert to be published by the RFC Editor.

A complete explanation of these stepsis cortained in \The Internet Standards Pro-
cess", RFC 2026[104]. This RFC goesinto great detail on a topic that is very often
misunderstad, even by seasonedETF participants: dierent typesof RFCs go through

di erent processesnd have di erent rankings. There are six kinds of RFCs:

Proposedstandards

Draft standards

Internet standards,sometimescalled\full standards”
Experimertal protocols

Informational documerts

Historic standards

Only the rst three (proposed,draft, and full) are standardswithin the IETF. A sum-
mary of the RFCs classi cation can be found in \Not All RFCs are Standards”, RFC 1796
[105.

There are also three sub-seriesof RFCs, known as FYls, BCPs, and STDs. The For
Your Information (FYI) RFC sub-serieswas created to documern overviews and topics
which are introductory or appeal to a broad audience. Frequerly, FYIs are created by
groups within the IETF User ServicesArea. Best Current Practice (BCP) documeris
descrike the application of various technologiesin the Internet. The STD RFC sub-series

was createdto identify RFCs that do in fact specify Internet standards. SomeSTDs are
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actually setsof more than one RFC, and the standaid designationappliesto the whole set
of documerts.

The main reasonsomepeopledo not want their documerts put onthe IETF standards
track is that they must give up changecortrol on their work. That is, as soon as people
proposethat their work becomean IETF standard, they must fully relinquish cortrol on
it. If there is generalagreemety parts of the documernt can be completely changed,whole
sectionscan be ripped out, new ideascan be added, and the name can be changed. On
the other hand, if the goal is the best standard possiblewith the widest implemertation,
then the IETF processlooks like to be an adequateplace.

Incidentally, the changecortrol on Internet standardsdoesnot endwhenthe work is put
on the standardstrack. The documert itself can be changedlater for a number of reasons,
the most common of which is that dewelopers discover a problem as they implemen the
standard. Theselater changesare also under the cortrol of the IETF, not the editors of

the standardsdocumert.



App endix B

Usage of the SNMP Tool

This appendix preselts the usageof the SNMP fault managementool basedon the SNMP
agern clustering framework. The manual belov shons how to specify the agent menbers,
the replicated objects, and the peer clusters of a cluster. Particularly, it descrikesa full
exampleof clusters con guration and exhibits the managemen information displayed by
the tool. The host namesand IP addressesnertioned over the text belongto laboratories

of Departmert of Informatics of UFPR.

1. De ning Clusters

This examplecon guration de nes two clustersidenti ed by the dupont and tournesol
cluster managers. The IP addressesf the network elements that host the dupont and
tournesol clustersare 20017:212160and 20017:212159, respectively.

The dupont cluster has two agert menbers called chef and cartman. Those ageris
are hosted in the macines whoseIP addressesare 20017:212117 and 20017:102160,
respectively. The dupont cluster will monitor a set of seven objects of the ICMP group.
Theseobjects will be replicated at the dupont local MIB and in the tournesol cluster,
which is its peercluster. The con guration les that de ne the dupont cluster are shavn

below, and the tournesol cluster is descriked in sequence.
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Arguments of the dupont.ClusterMemeérs.confle:

‘#INDEX IP_ADDRESS PORT SECURITY STATUS‘

10 chef 5000  public 1
20 cartman 5000 public 1

Arguments of the dupont.ReplicatedObjects.cornle:

‘ #INDEX  OID OID_INDEX INTERVAL STATE STATUS
1 1.3.6.1.2151 O 10 1 1
2 1.3.6.1.2152 0 10 1 1
3 1.3.6.1.2154 O 10 1 1
4 1.3.6.1.2158 0 10 1 1
5 1.3.6.1.21514 0 10 1 1
6 .1.3.6.1.2.1.5.16 0 10 1 1
7 .1.3.6.1.2.1.522 0 10 1 1

Arguments dupont.PeerCluster.conie:

‘ #INDEX IP_ADDRESS ROTINDEX STATUS

1 tournesol 1 1
2 tournesol 2 1
3 tournesol 3 1
4 tournesol 4 1
5 tournesol 5 1
6 tournesol 6 1
7 tournesol 7 1

The tournesol cluster hastwo agert menbers called shelley and wendy and whose
IP addressesare 20017:21295 and 20017:212125, respectively. The tournesol cluster
will monitor three objects of the ICMP group. Those objects will be replicated in the
tournesol local MIB, and in the dupont cluster, which is the peercluster. The con gu-

ration les that de ne the tournesol cluster are shovn below.

Arguments of the tournesol.ClusterMenaps.conf le:

‘#INDEX IP_ADDRESS PORT SECURITY STATUS‘

10 shelley 5000 public 1
20 wendy 5000 public 1
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Arguments of the tournesol.ReplicatedObjects.col:

‘ #INDEX  OID OID_INDEX INTERVAL STATE STATUS
1 1.3.6.1.2151 0 10 1 1
2 1.3.6.1.2152 0 10 1 1
3 1.3.6.1.2154 0 10 1 1

Arguments of the tournesol.RerCluster.confe:

‘ #INDEX IP_ADDRESS ROTINDEX STATUS ‘

1 dupont 1 1
2 dupont 2 1
3 dupont 3 1

Once the con guration les cortain information to create the two clusters, the next

stageis to initialize them.

2. Initializing and Querying Clusters

After creating the con guration les that de ne the dupont and tournesol clusters,sud
clusters can be initialized in the network elemernts that hostedthe cluster managers. If
the SNMP agerts are not running, they can be started by the commandshown below. Of
course,the mcluster application must be started in the samemadinesthat performance

the dupont and tournesol cluster managers.
% snmpd -p 5000

In fact, the dupond and tournesol ageris becomecluster managersonly when the
clusterOnO Switchobject is set 1 (active cluster) asshavn below. A cluster managerthen

starts to monitor and to replicate managedobjects.

% snmpsetp 5000dupont public.1.3.6.1.4.1.2026.1.5.01
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An SNMP agern can stop being a cluster managerin any time. For that, the clus-
terOnO Switch object must be set 6 (destroy cluster) asshavn belov. When the object is
setasdestroy, sudh SNMP agert will not act as a cluster manager,but will keeprunning

asan ordinary SNMP agert.

% snmpsetp 5000dupont public.1.3.6.1.4.1.2026.1.5.06

The tool translates the iso.og.dad.internet.pivate.enterpses.replicMIBOID as.1.3.6.1
.4.1.2026 The subtreereplicObjectss under the Replic-MIB module, and is translated as
.1. The subtreereplicObjectsncludestwo subtreescalled clusterDe nitionand clusterRepli-
cation We will usethe .1.3.6.1.4.1.2026.¥alue as part of the de nition of a replication
OID in next commands.

Continuing the con guration of clustersabove, we descrite how to obtain information
over dupont and tournesol clusters. SNMP query commandslike snmpvalk enablethe
accesgo information of a given cluster. The commandbelov obtains information of the

agert menbers of the dupont cluster.

% snmpvalk -p 5000dupont public.1.3.6.1.4.1.2026.1.clusterDe nitionemterTable

memberTable.memberEntrycml ndex.10 = Gauge32: 10
memberTable.memberEntrycml ndex.20 = Gauge32: 20
memberTable.memberEntrycmAddressType.10 = unknown(0)
memberTable.memberEntrycmAddressType.20 = unknown(0)
memberTable.memberEntrycmAddress. 10 = IpAddress: 200.17.212.117
memberTable.memberEntrycmAddress. 20 = IpAddress: 200.17.212.102
memberTable.memberEntrycmSecurity .10 = public
memberTable.memberEntrycmSecurity .20 = public
memberTable.memberEntrycmSat us.10 = active(1)
memberTable.memberEntrycmSat us.20 = active(1)

The following command obtains information of the ICMP objects monitored by the

dupont cluster.

% snmpvalk -p 5000dupont public.1.3.6.1.4.1.2026.1.clusterDe nitiarpObjetTable

repObjectTable.repObjec tEnt ry. roln dex.1 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roln dex.2 = Gauge32: 2
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repObjectTable.repObjec tEnt ry. roln dex.3 = Gauge32: 3
repObjectTable.repObjec tEnt ry. roln dex.4 Gauge32: 4
repObjectTable.repObjec tEnt ry. roln dex.5 Gauge32: 5
repObjectTable.repObjec tEnt ry. roln dex.6 = Gauge32: 6
repObjectTable.repObjec tEnt ry. roln dex.7 = Gauge32: 7
repObjectTable.repObjec tEnt ry. roOID.1 = OID: icmp.icmplnMsgs
repObjectTable.repObjec tEnt ry. roOID.2 = OID: icmp.icmpInErrors
repObjectTable.repObjec tEnt ry. roOID.3 = OID: icmp.icmpInTimeExcds
repObjectTable.repObjec tEnt ry. roOID.4 = OID: icmp.icmplnEchos
repObjectTable.repObjec tEnt ry. roOID.5 = OID: icmp.icmpOutMsgs
repObjectTable.repObjec tEnt ry. roOID.6 = OID: icmp.icmpOutDestUnreachs
repObjectTable.repObjec tEnt ry. roOID.7 = OID: icmp.icmpOutEchoReps
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.1 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.2 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.3 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.4 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.5 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.6 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.7 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln ter val. 1 = Gauge32: 10

repObjectTable.repObjec tEnt ry. roln ter val. 2 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roln ter val. 3 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roln ter val. 4 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roln ter val. 5 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roln ter val. 6 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roln ter val. 7 = Gauge32: 10

repObjectTable.repObjec tEnt ry. roState.1 = Gauge32: 1

repObjectTable.repObjec tEnt ry. roSt ate .2 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roSt ate .3 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roSt ate .4 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roSt ate .5 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roSt ate .6 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roState.7 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roStatus.1 = active(1)

repObjectTable.repObjec tEnt ry. roSt atus.2 = active(1)

repObjectTable.repObjec tEnt ry. roSt atus.3 = active(1)

repObjectTable.repObjec tEnt ry. roSt atus.4 = active(1)
repObjectTable.repObjec tEnt ry. roSt atus.5 = active(1)
repObjectTable.repObjec tEnt ry. roSt atus.6 = active(1)

repObjectTable.repObjec tEnt ry. roSt atus.7 = active(1)

The following command obtains information of the peer clustersthat maintain copies

of the ICMP objects monitored by the dupont cluster.

% snmpvalk -p 5000dupont public.1.3.6.1.4.1.2026.1.clusterDe nitiqmeerTable

peerTable.peerEntry.pcl ndex.l1 = Gauge32:
peerTable.peerEntry.pcl ndex.2 = Gauge32:
peerTable.peerEntry.pcl ndex.3 = Gauge32:
peerTable.peerEntry.pcl ndex.4 = Gauge32:
peerTable.peerEntry.pcl ndex.5 = Gauge32:
peerTable.peerEntry.pcl ndex.6 = Gauge32:
peerTable.peerEntry.pcl ndex.7 = Gauge32: 7

peerTable.peerEntry.pcA ddressType.1 = unknown(0)
peerTable.peerEntry.pcA ddressType.2 = unknown(0)

OO WN R
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peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS

= unknown(0)

= unknown(0)
= unknown(0)

~NOoO b WNPRE

200.17.212.159
200.17.212.159
200.17.212.159
200.17.212.159
200.17.212.159
200.17.212.159
200.17.212.159

ddressType. 3
ddressType. 4 = unknown(0)
ddressType. 5
ddressType. 6
ddressType. 7 = unknown(0)
ddress. 1 = IpAddress:
ddress. 2 = IpAddress:
ddress. 3 = IpAddress:
ddress. 4 = IpAddress:
ddress. 5 = IpAddress:
ddress. 6 = IpAddress:
ddress. 7 = IpAddress:
OTIndex.1 = Gauge32:
OTIndex.2 = Gauge32:
OTIndex.3 = Gauge32:
OTIndex.4 = Gauge32:
OTIndex.5 = Gauge32:
OTIndex.6 = Gauge32:
OTIndex.7 = Gauge32:
tatu s.1 = active(1)
tatu s.2 = active(1)
tatu s.3 = active(l)
tatu s.4 = active(1)
tatu s.5 = active(l)
tatu s.6 = active(l)
tatu s.7 = active(1)

The following command obtains information of all ICMP objects replicated and kept

in the dupont cluster, including ICMP objects of the tournesol

% snmpvalk -p 5000dupont public.1.3.6.1.4.1.2026.1.clusterReplicati@plicaTable

replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt

ry.r epMembe.2 00.17.212.95.1
ry.r epMembe.2 00.17.212.95.2
ry.r epMembe.2 00.17.212.95.3
ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.10 = IpAddress:
ry.r epMembe.2 00.17.212.117.11 = IpAddress:
ry.r epMembe.2 00.17.212.117.12 = |pAddress:
ry.r epMembe.2 00.17.212.117.13 = IpAddress:
ry.r epMembe.2 00.17.212.117.14 = IpAddress:
ry.r epMembe.2 00.17.212.117.15 = IpAddress:
ry.r epMembe.2 00.17.212.117.16 = IpAddress:
ry.r epMembe.2 00.17.212.117.17 = IpAddress:
ry.r epMembe.2 00.17.212.125.18 = IpAddress:
ry.r epMembe.2 00.17.212.125.19 = IpAddress:
ry.r epMembe.2 00.17.212.125.20 =

cluster.

IpAddress:

= IpAddress: 200.17.212.95

= IpAddress: 200.17.212.95

= IpAddress: 200.17.212.95
4 = |pAddress: 200.17.212.102
5 = IpAddress: 200.17.212.102
6 = IpAddress: 200.17.212.102
7 = IpAddress: 200.17.212.102
8 = IpAddress: 200.17.212.102
9 = IpAddress: 200.17.212.102

200.17.212.102
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.125
200.17.212.125
200.17.212.125

ry.r ep@D.200.17.212.95.1 = OID: icmp.icmpInTimeExcds
ry.r epQD.200.17.212.95.2 = OID: icmp.icmpInErrors
ry.r ep@D.200.17.212.95.3 = OID: icmp.icmplnMsgs
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replicaTable.replicaEnt ry.r ep@D.200.17.212.102.4 = OID: icmp.icmpOutEchoReps
replicaTable.replicaEnt ry.r ep@D.200.17.212.102.5 = OID: icmp.icmpOutDestUnreac hs
replicaTable.replicaEnt ry.r ep@D.200.17.212.102.6 = OID: icmp.icmpOutMsgs
replicaTable.replicaEnt ry.r ep@D.200.17.212.102.7 = OID: icmp.icmplnEchos
replicaTable.replicaEnt ry.r ep@D.200.17.212.102.8 = OID: icmp.icmpinTimeExcds
replicaTable.replicaEnt ry.r ep@D.200.17.212.102.9 = OID: icmp.icmplnErrors
replicaTable.replicaEnt ry.r ep@D.200.17.212.102.10 = OID: icmp.icmpInMsgs
replicaTable.replicaEnt ry.r epdD.200.17.212.117.11 = OID: icmp.icmpOutEchoReps
replicaTable.replicaEnt ry.r ep@D.200.17.212.117.12 = OID: icmp.icmpOutDestUnreachs
replicaTable.replicaEnt ry.r ep@D.200.17.212.117.13 = OID: icmp.icmpOutMsgs
replicaTable.replicaEnt ry.r epQD.200.17.212.117.14 = OID: icmp.icmplnEchos
replicaTable.replicaEnt ry.r ep@D.200.17.212.117.15 = OID: icmp.icmpInTimeExcds
replicaTable.replicaEnt ry.r ep@D.200.17.212.117.16 = OID: icmp.icmpInErrors
replicaTable.replicaEnt ry.r ep@D.200.17.212.117.17 = OID: icmp.icmplnMsgs
replicaTable.replicaEnt ry.r ep@D.200.17.212.125.18 = OID: icmp.icmpInTimeExcds
replicaTable.replicaEnt ry.r ep@D.200.17.212.125.19 = OID: icmp.icmpInErrors
replicaTable.replicaEnt ry.r ep@D.200.17.212.125.20 = OID: icmp.icmplnMsgs
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.95.1 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.95.2 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.95.3 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.102.4 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.102.5 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.102.6 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.102.7 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.2 00.17.212.102.8 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.102.9 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.2 00.17.212.102.10 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.117.11 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.117.12 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.117.13 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.117.14 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.117.15 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.117.16 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.117.17 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.2 00.17.212.125.18 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.200.17.212.125.19 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r eplnstancelndex.2 00.17.212.125.20 = OID: .ccitt.zeroDotZero
replicaTable.replicaEnt ry.r epValue .200.17.212.95.1 = "Counter32: 47"
replicaTable.replicaEnt ry.r epValue.200.17.212.95.2 = "Counter32: 25"
replicaTable.replicaEnt ry.r epValue .200.17.212.95.3 = "Counter32: 1744"
replicaTable.replicaEnt ry.r epValue.200.17.212.102.4 = "Counter32: 352"
replicaTable.replicaEnt ry.r epValue.200.17.212.102.5 = "Counter32: 6"
replicaTable.replicaEnt ry.r epValue .200.17.212.102.6 = "Counter32: 359"
replicaTable.replicaEnt ry.r epValue.200.17.212.102.7 = "Counter32: 352"
replicaTable.replicaEnt ry.r epValue .200.17.212.102.8 = "Counter32: 61"
replicaTable.replicaEnt ry.r epValue .200.17.212.102.9 = "Counter32: 78"
replicaTable.replicaEnt ry.r epValue.200.17.212.102.10 = "Counter32: 448"
replicaTable.replicaEnt ry.r epValue .200.17.212.117.11 = "Counter32: 411"
replicaTable.replicaEnt ry.r epValue.200.17.212.117.12 = "Counter32: 1709"
replicaTable.replicaEnt ry.r epValue.200.17.212.117.13 = "Counter32: 2139"
replicaTable.replicaEnt ry.r epValue .200.17.212.117.14 = "Counter32: 411"
replicaTable.replicaEnt ry.r epValue.200.17.212.117.15 = "Counter32: 211"
replicaTable.replicaEnt ry.r epValue .200.17.212.117.16 = "Counter32: 328"
replicaTable.replicaEnt ry.r epValue .200.17.212.117.17 = "Counter32: 74160"
replicaTable.replicaEnt ry.r epValue.200.17.212.125.18 = "Counter32: 112"
replicaTable.replicaEnt ry.r epValue .200.17.212.125.19 = "Counter32: 155"
replicaTable.replicaEnt ry.r epValue.200.17.212.125.20 = "Counter32: 1243"
replicaTable.replicaEnt ry.r epValue Type.200.17.212.95.1 = counter32(4)
replicaTable.replicaEnt ry.r epValue Type.200.17.212.95.2 = counter32(4)
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replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt

ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r

epValue Type.200.17.212.95.3 = counter32(4)

epValue Type.200.17.212.102.4
epValue Type.200.17.212.102.5
epValue Type.200.17.212.102.6
epValue Type.200.17.212.102.7
ep\alue Type.200.17.212.102.8
epValue Type.200.17.212.102.9
ep\alue Type.200.17.212.102.10
epValue Type.200.17.212.117.11
epValue Type.200.17.212.117.12
epValue Type.200.17.212.117.13
epValue Type.200.17.212.117.14
epValue Type.200.17.212.117.15
epValue Type.200.17.212.117.16
epValue Type.200.17.212.117.17
epValue Type.200.17.212.125.18
epValue Type.200.17.212.125.19
epValue Type.200.17.212.125.20

epTimeSamp.200.17.212.95.1 = Timeticks:
epTimeSamp.200.17.212.95.2 = Timeticks:
epTimeSamp.200.17.212.95.3 = Timeticks:

epTimeSamp.200.17.212.102.4
epTimeSamp.200.17.212.102.5
epTimeStamp.200.17.212.102.6
epTimeSamp.200.17.212.102.7
epTimeSamp.200.17.212.102.8
epTimeStamp.200.17.212.102.9

= counter32(4)
= counter32(4)

= counter32(4)
= counter32(4)
= counter32(4)

epTimeSamp.200.17.212.102.10 =

epTimeSamp.200.17.212.117.11
epTimeSamp.200.17.212.117.12
epTimeSamp.200.17.212.117.13
epTimeSamp.200.17.212.117.14
epTimeSamp.200.17.212.117.15
epTimeSamp.200.17.212.117.16
epTimeSamp.200.17.212.117.17
epTimeSamp.200.17.212.125.18
epTimeStamp.200.17.212.125.19
epTimeSamp.200.17.212.125.20

counter32(4)

counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)

Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:

epSatu s.200.17.212.95.1 = active(l)
epSatu s.200.17.212.95.2 = active(l)

epSatu s.200.17.212.95.3 = active(l)
epSatu s.200.17.212.102.4 = active(1)
epSatu s.200.17.212.102.5 = active(1)
epSatu s.200.17.212.102.6 = active(1)
epSatu s.200.17.212.102.7 = active(1)
epSatu s.200.17.212.102.8 = active(1)
epSatu s.200.17.212.102.9 = active(1)
epSatu s.200.17.212.102.10 = active(1)
epSatu s.200.17.212.117.11 = active(1)
epSatu s.200.17.212.117.12 = active(1)
epSatu s.200.17.212.117.13 = active(1)
epSatu s.200.17.212.117. 14 = active(1)
epSatu s.200.17.212.117.15 = active(1)
epSatu s.200.17.212.117.16 = active(1)
epSatu s.200.17.212.117.17 = active(1)
epSatu s.200.17.212.125.18 = active(1)
epSatu s.200.17.212.125.19 = active(1)
epSatu s.200.17.212.125.20 = active(1)

(290) 0:00:02.90
(291) 0:00:02.91
(301) 0:00:03.01

(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19472) 0:03:14.72
(19473) 0:03:14.73
(19473) 0:03:14.73
(19474) 0:03:14.74
(290) 0:00:02.90

(291) 0:00:02.91

(292) 0:00:02.92
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The samesequencef SNMP commandscan be appliedto the tournesol cluster, being
neededonly to exdhangethe <destinationhost> parameter. The next commandachieves

information of the agennt menbers of the tournesol cluster.

% snmpvalk -p 5000tournesolpublic.1.3.6.1.4.1.2026.1.clusterDe nitianemlerTable

memberTable.memberEntrycml ndex.10 = Gauge32: 10
memberTable.memberEntrycml ndex.20 = Gauge32: 20
memberTable.memberEntrycmAddressType.10 = unknown(0)
memberTable.memberEntrycmAddressType.20 = unknown(0)
memberTable.memberEntrycmAddress. 10 = IpAddress: 200.17.212.95
memberTable.memberEntrycmAddress. 20 = IpAddress: 200.17.212.125
memberTable.memberEntrycmSecurity .10 public
memberTable.memberEntrycmSecurity .20 public
memberTable.memberEntrycmSat us.10 = active(1)
memberTable.memberEntrycmSat us.20 = active(1)

The next commandobtainsinformation of the ICMP objects monitored by the tournesol

cluster.

% snmpvalk -p 5000tournesolpublic.1.3.6.1.4.1.2026.1.clusterDe nitiaepObjetTable

repObjectTable.repObjec tEnt ry. roln dex.1 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roln dex.2 = Gauge32: 2
repObjectTable.repObjec tEnt ry. roln dex.3 = Gauge32: 3

repObjectTable.repObjec tEnt ry. roOID.1 = OID: icmp.icmplnMsgs
repObjectTable.repObjec tEnt ry. roOID.2 = OID: icmp.icmpInErrors
repObjectTable.repObjec tEnt ry. roOID.3 = OID: icmp.icmpIinTimeExcds
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.1 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.2 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln sta ncel ndex.3 = OID: .ccitt.zeroDotZero
repObjectTable.repObjec tEnt ry. roln ter val. 1 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roln ter val. 2 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roln ter val. 3 = Gauge32: 10
repObjectTable.repObjec tEnt ry. roState.1 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roSt ate .2 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roSt ate .3 = Gauge32: 1
repObjectTable.repObjec tEnt ry. roStatus.1 = active(1)
repObjectTable.repObjec tEnt ry. roSt atus.2 = active(1)
repObjectTable.repObjec tEnt ry. roSt atus.3 = active(1)

The next commandobtains information of the peerclustersthat maintain copiesof the

ICMP objects monitored by the tournesol cluster.

% snmpvalk -p 5000tournesolpublic.1.3.6.1.4.1.2026.1.clusterDe nitiqmeerTable
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peerTable.peerEntry.pcl

peerTable.peerEntry.pcl

peerTable.peerEntry.pcl

peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcA
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcR
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS
peerTable.peerEntry.pcS

ndex.l = Gauge32: 1

ndex.2

Gauge32: 2

ndex.3 = Gauge32: 3
= unknown(0)
= unknown(0)
= unknown(0)

ddressType. 1
ddressType. 2
ddressType. 3

ddress. 1 = IpAddress:
ddress. 2 = IpAddress:
ddress. 3 = IpAddress:
OTIndex.1 = Gauge32:
OTIndex.2 = Gauge32:
OTIndex.3 = Gauge32:
tatu s.1 = active(1)
tatu s.2 = active(l)
tatu s.3 = active(1)

200.17.212.160
200.17.212.160
200.17.212.160

1

2

3

The next commandobtains information of the ICMP objects replicated and kept in the

tournesol cluster, including ICMP objects of the dupont cluster.

% snmpvalk -p 5000tournesolpublic.1.3.6.1.4.1.2026.tlusterReplication.replicaTable

replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt

ry.r epMembe.2 00.17.212.95.1
ry.r epMembe.2 00.17.212.95.2
ry.r epMembe.2 00.17.212.95.3

= IpAddress:
= IpAddress:
= IpAddress:

200.17.212.95
200.17.212.95
200.17.212.95

ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.

ry.r epMembe.2 00.17.212.102.
ry.r epMembe.2 00.17.212.102.

4
5
ry.r epMembe.2 00.17.212.102.6
7
8
9

ry.r epMembe.2 00.17.212.102.

ry.r epMembe.2 00.17.212.102.10 =

ry.r epMembe.2 00.17.212.117.11
ry.r epMembe.2 00.17.212.117.12
ry.r epMembe.2 00.17.212.117.13
ry.r epMembe.2 00.17.212.117.14
ry.r epMembe.2 00.17.212.117.15
ry.r epMembe.2 00.17.212.117.16
ry.r epMembe.2 00.17.212.117.17
ry.r epMembe.2 00.17.212.125.18
ry.r epMembe.2 00.17.212.125.19
ry.r epMembe.2 00.17.212.125.20 =
OID:
OID:
OID:

ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.
ry.r epAD.2 00.

17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.
17.212.

95.1
95.2
95.3
102.
102.
102.
102.
102.
102.
102.
117.
117.
117.
117.

4
5
6
7
8
9
10
11
12
13
14

= IpAddress:

OID:
OID:
OID:
OID:
OID:
= OID:
OID:
OID:
OID:
OID:
OID:

pAddress:
pAddress:
pAddress:
pAddress:
pAddress:

IpAddress:
IpAddress:
IpAddress:
IpAddress:
IpAddress:
IpAddress:
IpAddress:
IpAddress:
IpAddress:
IpAddress:
IpAddress:

200.17.212.102
200.17.212.102
200.17.212.102
200.17.212.102
200.17.212.102
200.17.212.102
200.17.212.102
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.117
200.17.212.125
200.17.212.125
200.17.212.125

icmp.icmpInTimeExcds
icmp.icmplInErrors
icmp.icmpInMsgs

icmp.icmpOutEchoReps
icmp.icmpOutDestUnreac hs
icmp.icmpOutMsgs
icmp.icmpInEchos
icmp.icmpInTimeExcds
icmp.icmplnErrors
icmp.icmpInMsgs
icmp.icmpOutEchoReps
icmp.icmpOutDestUnreachs
icmp.icmpOutMsgs
icmp.icmplnEchos
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replicaTable.replicaEnt
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replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt

ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r

epAD.2 00.17.212.117.15 = OID: icmp.icmpInTimeExcds

epAD.2 00.17.212.117.16

= OID: icmp.icmplInErrors

epAD.2 00.17.212.117.17 = OID: icmp.icmpIinMsgs

epAD.2 00.17.212.125.18

= OID: icmp.icmpInTimeExcds

epAD.2 00.17.212.125.19 = OID: icmp.icmpInErrors
epAD.2 00.17.212.125.20 = OID: icmp.icmpIinMsgs
epl nsta ncelnde x.200.17.212.95.1 = OID: .ccitt.zeroDotZero
epl nsta ncelndex.2 00.17.212.95.2 = OID: .ccitt.zeroDotZero
epl nsta ncelndex.2 00.17.212.95.3 = OID: .ccitt.zeroDotZero

epl nsta ncelnde x.2 00.17.212.102.
epl nsta ncelnde x.2 00.17.212.102.
epl nsta ncelnde x.2 00.17.212.102.
epl nsta ncelnde x.2 00.17.212.102.
epl nsta ncelnde x.2 00.17.212.102.
epl nsta ncelnde x.2 00.17.212.102.

= OID: .ccitt.zeroDotZero
= OID: .ccitt.zeroDotZero
OID: .ccitt.zeroDotZero
= OID: .ccitt.zeroDotZero
= OID: .ccitt.zeroDotZero
OID: .ccitt.zeroDotZero

© 00 ~NO U
1

epl nsta ncelnde x.2 00.17.212.102.10 = OID: .ccitt.zeroDotZero
epl nsta ncelndex.2 00.17.212.117.11 = OID: .ccitt.zeroDotZero
epl nsta ncelnde x.200.17.212.117.12 = OID: .ccitt.zeroDotZero
epl nsta ncelndex.2 00.17.212.117.13 = OID: .ccitt.zeroDotZero
epl nsta ncelnde x.200.17.212.117.14 = OID: .ccitt.zeroDotZero
epl nsta ncelnde x.200.17.212.117.15 = OID: .ccitt.zeroDotZero
epl nsta ncelndex.2 00.17.212.117.16 = OID: .ccitt.zeroDotZero
epl nsta ncelnde x.200.17.212.117.17 = OID: .ccitt.zeroDotZero
epl nsta ncelnde x.2 00.17.212.125.18 = OID: .ccitt.zeroDotZero
epl nsta ncelnde x.2 00.17.212.125.19 = OID: .ccitt.zeroDotZero
epl nsta ncelnde x.2 00.17.212.125.20 = OID: .ccitt.zeroDotZero

ep\alue .200.17

epValue .200.17.
.212.95.3 = "Counter32: 1744"
2121024 =
2121025 =
2121026 =
2121027 =
2121028 =
ep\alue .200.17.
.212.102.10 =
ep\alue .200.17.
21211712 =

epValue .200.17
ep\alue .200.17
epValue .200.17
ep\alue .200.17
epValue .200.17
epValue .200.17

epValue .200.17

ep\alue .20 0.17

epValue .200.17.
212.117.14 =

ep\alue .20 0.17

epValue .200.17.
21211716 =
21211717 =
21212518 =
21212519 =
ep\alue .200.17.

epValue .200.17
ep\alue .20 0.17
epValue .200.17
ep\alue .200.17

.212.95.1 = "Counter32: 47"

212.95.2 = "Counter32: 25"

2121029 =

212.117.11 =

21211713 =

212.117.15 =

212.125.20 =

epValue Type.200.17.212.95.1
ep\alue Type.200.17.212.95.2
epValue Type.200.17.212.95.3
epValue Type.200.17.212.102.4 = counter32(4)
epValue Type.200.17.212.102.5 = counter32(4)
epValue Type.200.17.212.102.6 = counter32(4)
ep\alue Type.200.17.212.102.7 = counter32(4)
ep\alue Type.200.17.212.102.8 = counter32(4)
epValue Type.200.17.212.102.9 = counter32(4)
epValue Type.200.17.212.102.10 = counter32(4)
epValue Type.200.17.212.117.11 = counter32(4)
epValue Type.200.17.212.117.12 = counter32(4)
epValue Type.200.17.212.117.13 = counter32(4)

"Counter32: 352"
"Counter32: 6"
"Counter32: 359"
"Counter32: 352"
"Counter32: 61"
"Counter32: 78"
"Counter32: 448"
"Counter32: 411"
"Counter32: 1709"
"Counter32: 2139"
"Counter32: 411"
"Counter32: 211"
"Counter32: 328"
"Counter32: 74160"
"Counter32: 112"
"Counter32: 155"
"Counter32: 1243"
= counter32(4)

= counter32(4)

= counter32(4)
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replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt
replicaTable.replicaEnt

ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r
ry.r

epValue Type.200.17.212.117.14
epValue Type.200.17.212.117.15
epValue Type.200.17.212.117.16
epValue Type.200.17.212.117.17
epValue Type.200.17.212.125.18
epValue Type.200.17.212.125.19
epValue Type.200.17.212.125.20

counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)
counter32(4)

epTimeSamp.200.17.212.95.1 = Timeticks:
epTimeSamp.200.17.212.95.2 = Timeticks:
epTimeSamp.200.17.212.95.3 = Timeticks:

epTimeSamp.200.17.212.102.4
epTimeSamp.200.17.212.102.5
epTimeSamp.200.17.212.102.6
epTimeSamp.200.17.212.102.7
epTimeSamp.200.17.212.102.8
epTimeSamp.200.17.212.102.9
epTimeSamp.200.17.212.102.10
epTimeSamp.200.17.212.117.11
epTimeSamp.200.17.212.117.12
epTimeSamp.200.17.212.117.13
epTimeSamp.200.17.212.117.14
epTimeSamp.200.17.212.117.15
epTimeSamp.200.17.212.117.16
epTimeSamp.200.17.212.117.17
epTimeSamp.200.17.212.125.18
epTimeSamp.200.17.212.125.19
epTimeSamp.200.17.212.125.20

Timeticks:

= Timeticks:

Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
= Timeticks:
= Timeticks:
= Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
Timeticks:
= Timeticks:

epSatu s.200.17.212.95.1 = active(l)
epSatu s.200.17.212.95.2 = active(l)

epSatu s.200.17.212.95.3 = active(l)
epSatu s.200.17.212.102.4 = active(1)
epSatu s.200.17.212.102.5 = active(1)
epSatu s.200.17.212.102.6 = active(1)
epSatu s.200.17.212.102.7 = active(1)
epSatu s.200.17.212.102.8 = active(1)
epSatu s.200.17.212.102.9 = active(1)
epSatu s.200.17.212.102.10 = active(1)
epSatu s.200.17.212.117.11 = active(1)
epSatu s.200.17.212.117.12 = active(1)
epSatu s.200.17.212.117.13 = active(1)
epSatu s.200.17.212.117.14 = active(1)
epSatu s.200.17.212.117.15 = active(1)
epSatu s.200.17.212.117.16 = active(1)
epSatu s.200.17.212.117.17 = active(1)
epSatu s.200.17.212.125.18 = active(1)
epSatu s.200.17.212.125.19 = active(1)
epSatu s.200.17.212.125.20 = active(1)

(23) 0:00:00.23
(24) 0:00:00.24
(35) 0:00:00.35

(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22239) 0:03:42.39
(22240) 0:03:42.40
(22) 0:00:00.22

(23) 0:00:00.23

(24) 0:00:00.24

This appendix described an exampleon how to con gure clusters of agers using the

SNMP fault managementool. In general,the appendix presered the stagesof de nition,

initialization, and query to the clusters.



App endix C

SNMP Objects Used in Performance

Analysis

IP - Internet Proto col

ipInReceivesThe total number of input datagramsreceived from interfaces,including

thosereceivwed in error.

ipInHdrErres: The number of input datagramsdiscardeddue to errors in their IP
headers,including bad chedksums, version number mismatc, other format errors,

time-to-live exceedederrors discovered in processingtheir IP options, etc.

ipInAddrErres: The number of input datagrams discarded becausethe IP address
in their IP header'sdestination eld was not a valid addressto be received at this
entity. This court includesinvalid addressege.g., 0.0.0.0) and addressesf unsup-
ported Classes(e.g., ClassE). For ertities which are not IP routers and therefore
do not forward datagrams, this courter includes datagrams discarded becausethe

destination addresswas not a local address.

ipInDiscads: The number of input IP datagramsfor which no problemswereencoun-

tered to prevent their continued processingbut which were discarded(e.g., for lack
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of bu er space). Note that this courter doesnot include any datagramsdiscarded

while awaiting re-asserly.

ipInDelivers:The total number of input datagramssuccessfullydeliveredto IP user-

protocols (including ICMP).

ipOutRequests:The total number of IP datagrams which local IP user- protocols
(including ICMP) suppliedto IP in requestsfor transmission. Note that this courter

doesnot include any datagramscourted in ipForwDatagrams.

ipOutDiscads: The number of output IP datagramsfor which no problem was en-
courteredto prevent their transmissionto their destination, but which werediscarded
(e.g., for lack of buer space). Note that this courter would include datagrams
courted in ipForwDatagramsif any sud padckets met this (discretionary) discard

criterion.

ipReasmTimeout:The maximum number of secondswhich received fragmens are

held while they are awaiting reasserhly at this ertity.

ipReasmReqdshe number of IP fragmerts received which neededto be reasserbled

at this ertity.
ipReasmOKsThe number of IP datagramssuccessfullyre-asserhled.

ipReasmeéils: The number of failures detectedby the IP re-asserhly algorithm (for
whatewer reason:timed out, errors, etc). Note that this is not necessarilya court of
discardedIP fragmerts since somealgorithms (notably the algorithm in RFC 815)

can losetrack of the number of fragmerts by combining them asthey are receiwed.

ipFrafOks: The number of IP datagramsthat have beensuccessfullyfragmerted at
this ertity.
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ipFragRails: The number of IP datagramsthat have been discarded becausethey
neededto be fragmerted at this ertity but could not be, e.g., becausetheir don't

fragmert ag was set.

ipFragCreatesThe number of IP datagram fragmerts that have beengeneratedasa

result of fragmertation at this ertity.

TCP - Trasmission Control Proto col

tcpMaxConn: The limit on the total number of TCP connectionsthe entity can
support. In ertities where the maximum number of connectionsis dynamic, this

object should cortain the value -1.

tcpActiveOpens: The number of times TCP connectionshave madea direct transition

to the SYN-SENT state from the CLOSED state.

tcpPassiveOpns: The number of times TCP connectionshave madea direct transition
to the SYN-RCVD state from the LISTEN state.

tcpAttemptFails: The number of times TCP connectionshave madea direct transition
to the CLOSED state from either the SYN-SENT state or the SYN-RCVD state, plus
the number of times TCP connectionshave madea direct transition to the LISTEN

state from the SYN-RCVD state.

tcpEstabResetsThe number of times TCP connectionshave madea direct transition
to the CLOSED state from either the ESTABLISHED state or the CLOSE-WAIT

state.

tcpCurrEstab:The number of TCP connectionsfor which the current state is either
ESTABLISHED or CLOSE- WAIT.

tcpinSegs:The total number of segmets receiwved, including thosereceived in error.

This court includessegmets received on currertly establishedconnections.
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tcpOutSegs:The total number of segmets ser, including those on current connec-

tions but excludingthose containing only retransmitted octets.

tcpRetransSegsThe total number of segmets retransmitted - that is, the number of

TCP segmets transmitted cortaining one or more previously transmitted octets.
tcpInErrs: The total number of segmets receivedin error (e.g.,bad TCP cheksums).

tcpOutRsts: The number of TCP segmets sert cortaining the RST ag.

UDP - User Datragram Proto col

udpIinDataGramsThe total number of UDP datagramsdeliveredto UDP users.

udpNoPorts: The total number of received UDP datagramsfor which there was no

application at the destination port.

udpInErres: The number of received UDP datagramsthat could not be deliveredfor

reasonsother than the lack of an application at the destination port.

udpOutDatagramsThe total number of UDP datagramssen from this ertity.



App endix D

Description of A TCP SYN-Flo oding
Attac k

This appendix describesin detail how the TCP SYN-Flooding attacks were performedand
monitored. We descrike how a madine called cartman monitored by cluster genio was
submitted to a TCP SYN-Flooding attack. The information shavn here was monitored
using the Netstat tool, which displays statistics information about TCP/UDP on local
madine amongothers.

Before starting the attack, cartman's TCP connectionswere as follows.

Active Internet connections (w/o servers)

Proto Recv-Q Send-Q Local Address Foreign Address State

tcp 0 0 cartman.inf.ufpr  .b:3 612 stan.inf.ufpr.br 6000 ESTABLISHED
tcp 0 0 cartman.inf.ufpr  .br: ssh stan.inf.ufpr.br 11022 ESTABLISHED
tcp 0 0 cartman.inf.ufpr  .b:3001 cartman.infufpr .b:3641 ESTABLISHED
tcp 0 0 cartman.inf.ufpr  .b:3836 imagens.cade.com.b r:.w wvESTABLISHED
tcp 1 1 cartman.infufpr .b:3698 200.238.128.103: 3128 CLOSING

tcp 0 1 cartman.inf.ufpr  .b:3708 200.238.128.103: 3128 LAST_ACK
tcp 1 1 cartman.infufpr  .b:3687 200.238.128.103: 3128 CLOSING

tcp 1 1 cartman.infufpr .b:3691 200.238.128.103: 3128 CLOSING

tcp 1 1 cartman.infufpr .b:3694 200.238.128.103: 3128 CLOSING

tcp 1 1 cartman.infufpr .b:3695 200.238.128.103: 3128 CLOSING

tcp 1 0 cartman.inf.ufpr  .b:3837 200.238.128.103: 3128 CLOSE_WAIT
tcp 0 0 cartman.inf.ufpr  .b:3838 200.238.128.103: 3128 TIME_WAIT
tcp 1 0 cartman.inf.ufpr  .b:3839 200.238.128.103: 3128 CLOSE_WAIT
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tcp
tcp
tcp
tcp
tcp
tcp

O O O O o o

O O O O o o

cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr

.b:3 641 cartman.inf.ufpr

.b :3833 www.cade.com.br: ww
.b:3676 kenny.inf.ufpr.b
.b:3834 dns2.cade.com.br :www
.br: ssh kenny.inf.ufpr.b
.b:3835 200.238.150.34:p op3

r: 6000

r. 1022

ESTABLISHED
ESTABLISHED
ESTABLISHED
ESTABLISHED
TIME_WAIT

.b:3001 ESTABLISHED

During the attack, asshown below, all cartman's TCP connectionswerein SYN_.RECV

state, i.e. waiting an ACK (acknowledgemeln) in orderto completethe establishmen of a

connection.

Active Internet

Proto Recv-Q Send-Q Local Address

tcp 0
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp

O OO O OO OO0 O0O0O0O0O0D0O0D0O00OO00OO0OO0OO0oOOoOOoOOoOoo

0

O OO OO OO0 O0O0OO0DO0O0DO0O0DO0O0O0O0D0OO0OO0OO0OOoOOoOOooo

cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr

connections (w/o servers)

br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:
br:

ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh
ssh

Foreign Address
91.202.177.168:2
92.140.119.195:1
24.81.225.90:101
7.208.31.242:222
132.62.58.198:19
27.55.49.28:1986
88.52.127.100:12

A010-0477.KNWK.pl :1792 SYN_RECV

211.224.210.175:
200.224.223.248:
138.65.192.157:1
202.20.79.204:15
158.175.125.73:1
173.43.48.75:248
143.126.195.213:
101.28.207.166:1
218.239.164.240:
135.50.42.212:16
169.157.115.219:
40.84.75.61:1289
141.5.238.93:140
184.58.245.47:14
76.181.71.237:20
199.67.244.50:17
184.133.138.79:1
168.83.86.20:204
15.232.244.176:1
34.73.79.106:153
64.45.149.18:195

State
048 SYN_RECV
505 SYN_RECV
1 SYN_RECV
5 SYN_RECV
25 SYN_RECV

SYN_RECV
71 SYN_RECV
1805 SYN_RECV
1230 SYN_RECV
879 SYN_RECV
02 SYN_RECV
350 SYN_RECV
2 SYN_RECV
1380 SYN_RECV
107 SYN_RECV
1443 SYN_RECV
11 SYN_RECV
2066 SYN_RECV

SYN_RECV
0 SYN_RECV
99 SYN_RECV
76 SYN_RECV
31 SYN_RECV
020 SYN_RECV
1 SYN_RECV
827 SYN_RECV
7 SYN_RECV
6 SYN_RECV
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tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp

O OO OO0 O oo o o o

O OO OO O oo o o o

cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr

.br: ssh
.br: ssh
.br: ssh
.br: ssh
.br: ssh
.br: ssh
.br: ssh
.br: ssh
.br: ssh
.br: ssh
.br: ssh

113.160.92.158:1
141.129.75.98:16
211.12.182.207:1
195.246.50.198:2
137.39.221.120:1
12.207.109.150:1
142.107.30.156:1
62.97.246.129:13
160.219.89.160:1
144.115.66.216:2
21.118.37.173:23

949
41

385
370
606
972
642
82

551
298
50

SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV
SYN_RECV

After stopping the attack, eath TCP connectionwith SYN_RECV remainedin the

connectionqueueuntil a timer expired, typically for about one minute. Next, as shown

below, the connectionqueuedecreasedand TCP serviceswere available again.

Active

Internet

Proto Recv-Q Send-Q Local Address

tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp
tcp

0

O OO OO 00 oOOoO ok o

0

O OO0 OO0 Oo0oOoPkr oo o

cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr
cartman.inf.ufpr

connections (w/o servers)

Foreign Address
.b:3612 stan.inf.ufpr.br
.br: ssh
.b:3878 200.238.128.103: 3128
.b:3001 cartman.inf.ufpr
.b:3889 k4.linksynergy.c
.b:3676 kenny.inf.ufpr.b
.br: ssh
.b:3 884 merlin.eb.com:ww w
.b:3881 merlin.eb.com:ww w
.b:3882 merlin.eb.com:ww w
.b:3888 200.238.150.34:p op3
.b:3885 200.238.150.34:p op3
.b:3641 cartman.inf.ufpr

stan.inf.ufpr.br

kenny.inf.ufpr.b

:6 000
11022

State
ESTABLISHED
ESTABLISHED
CLOSE_WAIT

.b:3641 ESTABLISHED
omwww SYN_SENT

r: 6000 ESTABLISHED
r: 1022 ESTABLISHED

TIME_WAIT
TIME_WAIT
ESTABLISHED
TIME_WAIT
FIN_WAIT2

.b:3001 ESTABLISHED



